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Abstract

This document reports on the models developed so far for basic functions in dynamic net-
works. The basic functions of interest in BISON, as previously defined in deliverable D01, are:
routing, search, topology management, collective computations and monitoring. For each of
these basic functions one or more models have been developed, where each model has been
designed to match the characteristics of either overlay networks or mobile ad hoc networks.
Models are described by discussing their core characteristics and pointing out analogies with
biological systems and relationships with related work. In particular, the presented models
have been designed utilizing notions from ant colonies (for routing and monitoring in mobile
ad hoc networks), immune system (for search in P2P networks) and epidemics (for topology
management, collective computations and monitoring in overlay networks). For some models
some preliminary results were already available and have been shortly discussed. However,
more precise and in-depth results will be reported on deliverables D06 and D07 due by month
24.
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Introduction

This deliverable describes the models that have been developed so far in BISON for the man-
agement of basic functions in dynamic networks. The content of this deliverable is comple-
mented by that of deliverable D08, which deals with advanced functions. The basic functions
studied in BISON are discussed in deliverable D01. They are the following ones:

• routing,

• search,

• topology management,

• collective computations,

• monitoring.

In this deliverable each set of models developed for each different basic function is discussed
in a separate part of the document. According to the fact that mobile ad hoc networks and P2P
/ overlay networks are seen in BISON as networks possessing rather different core character-
istics (e.g., see D01), each part can have different sections each discussing a different model
specifically designed to deal with either overlay or mobile ad hoc networks.

Each model description is organized such that, in addition to the description of the characteris-
tics of the model and its context of application, the reader can find discussions on: (i) biological
analogies and/or inspiration behind the model, (ii) relevant related work, (iii) preliminary ex-
perimental results, if already available at this stage of the project.

More specifically, this document describes the following models / algorithms:

Routing: Section 1 discusses three algorithms, inspired by the pheromone-driven shortest path
behavior observed in ant colonies [66, 35, 46], for adaptive routing in mobile ad hoc net-
works (MANETs). The three algorithms constitute a hierarchy of mobile-agents-based
algorithms aimed at covering a wide spectrum of possible scenarios in terms of network
types, sizes, connectivity, mobility and traffic patterns.

Routing is one of the most critical functions in MANETs. Only after routing is delivered
in a robust and efficient way, it is possible to start considering other basic or advanced
services. According to this fact, so far our research on MANETs has mainly focused on
routing and monitoring (see Section 7), which we see as a function that can be directly
built on top of our adaptive ant-inspired routing protocols.

Search: In Section 2 of this deliverable we describe an approach to search in overlay networks
that does not assume organized structure and relies only on intelligent random walks
that “proliferate” and “mutate” in a tree-like fashion. The proposed algorithm has been
directly inspired by concepts from the study of the immune system, a highly parallel and
distributed adaptive system which deals in effective way with problems of recognition
and classification (of external and internal pathogens). In the model the search query is
conceived as an antibody which is generated by the node initiating a search whereas the
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antigens are the searched items possibly hosted by other members of the P2P networks.
Similarly to what happens in the immune system, search queries undergo proliferation,
activation, induction, differentiation, attack and memory formations. Moreover, the over-
lay topology of the network is updated according to search results, such that the obtained
topology clusters together nodes hosting similar items.

Topology management: Communication topology plays a key role in defining the constraints
on any function implemented on a given network. In the case of overlay networks there is
a large freedom of building arbitrary topologies so topology can be optimized to support
functions like routing, search or load balancing. Even in ad hoc networks, one can change
the topology by changing the range of communication of each node thereby minimizing
collisions and saving power while maintaining connectivity.

In Section 3 we describe a gossip-based (e.g., [61]) protocol for membership management in
dynamic overlay networks. List of members maintained at the nodes allow for informa-
tion dissemination to all (or to a subset of) the peer nodes, and can be used in turn for
applications involving distributed calculation of statistical measures of large set of num-
bers (see Section 5) system monitoring (see Section 6), as well as load balancing, which
is discussed in BISON Deliverable D08. Our protocol is intended to build and main-
tain an overall overlay topology, that can be also called “knows-about”, on the basis of
partial network views maintained at each node. Unstructured knows-about overlay net-
works are analogous to social relationship networks, biological relationship networks like
food chains or simply a physical proximity topology like the one defined by cells in an mul-
ticellular organism. Building this biological analogy further, the typical functions that can
be implemented based on these topologies are epidemic broadcasting [56] and diffusion.

For what concerns MANETs, we have studied an algorithm based on an integer program-
ming formulation for solving minimum power connectivity problems (Section 4). That is, we
are addressing the problem of controlling the radio emission power at each node in or-
der to minimize local power consumption while maintaining the conditions for global
network connectivity (in terms of both the possibility of reaching every node in the net-
work and minimizing in practice collisions when accessing the shared radio channel).
While our initial model solves a centralized version of the problem, we are moving to an
implementation which is both distributed and adaptive.

Collective computation: In Section 5 we discuss aggregation, which is the collective name of
several functions that provide a variety of statistical information about a system [150].
Aggregation can provide members of a P2P network with important system-wide infor-
mation. Furthermore, aggregation can be used as a building block for more complex pro-
tocols and functions (e.g., monitoring, described in Section 6). Our work on aggregation
includes a robust and adaptive protocol for calculating aggregates in a proactive manner.
The core of the protocol is a simple epidemic-style scheme based on the gossip-based pro-
tocol described in Section 3. We have derived several theoretical results concerning the
convergence and the convergence rates of the protocol to the true global value, under the
assumption of connectivity of the underlying overlay network.

Monitoring: We have used the techniques developed for collective computations to design
a completely decentralized system for monitoring in overlay networks (Section 6). In
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particular, we have applied the same epidemic-style protocols for the management of
dynamic unstructured topologies (Section 3) for monitoring network size, measuring the
total amount of resources and active agents, and distributing alarm signals in overlay
networks.

Moreover, in Section 7 we present a study on the properties of ant-inspired routing systems
to realize online performance monitoring in generic dynamic networks. Monitoring tasks
in large networks have been usually carried out by means of passive data collection and
offline elaboration. On the other side, routing algorithms based on mobile agents like
those inspired by ant colony behaviors (see also Section 1 and Appendix A) can allow
active data collection and online monitoring. We study the general properties of such systems
(in particular of AntNet [37] and Cross-Entropy [79]) in order to identify which one of
their components can be used as an adaptive indicator of what is going on in the network
in the perspective of a use for distributed online monitoring tasks in generic dynamic
networks.

8
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Part I

Routing functions

1 Ant-inspired models for routing in MANETs

In this section we describe a set of algorithms for routing in MANETs. Their design has been
inspired by shortest path and other organized behaviors observed in ant colonies. We dis-
cuss the characteristics of and the rationale behind this biological inspiration in the subsection
that follows, while Subsection 1.2 discusses related work concerning both general approaches
and ant-inspired algorithms for MANET routing. The hierarchy of the three ant-based routing
models that we have developed so far is described and discussed in Subsection 1.3.

1.1 Biological inspiration

The general routing problem consists in the assignment of paths connecting sources and desti-
nations of data flows maximizing some performance criteria. Therefore, in spite of specific dif-
ferences that might arise because of differences in the characteristics of the transmission com-
ponents, traffic patterns, performance metrics, etc., the routing component of a network always
has to deal with the solution of minimum cost path problems. The constraints set of the related
optimization problem to be solved is determined by the specific characteristics of the network
at hand, where these characteristics include: transmission technology, delivered services, dy-
namics of topological modifications, statistical properties of the incoming data flows, etc. In the
case of interest of MANETs possible solution strategies are required to be fully distributed and
adaptive with respect to both topological modifications and traffic patterns. Moreover, since in
general robust models for the distribution and the characteristics of the incoming traffic flows
and mobility patterns are not available, an optimal routing approach cannot be pursued, and
some suboptimal form of shortest path routing must be used.1

In the spirit of Bison objectives, we have searched for CASs in Nature which adaptively solve
similar minimum cost path problems subject to constraints analogous to those imposed by
MANETs characteristics.

CASs in Nature solving distributed minimum cost path problems

Our interest has been almost naturally attracted by ant colonies, which have already proved
to be an effective source of inspiration for the design of effective routing algorithms [37, 134,
80, 46] by virtue of their ability to discover shortest paths between their nest and food reser-
voirs [66, 35]

1 Optimal routing [13] has a network-wide perspective and its objective is to optimize a function of all individual
link flows using a priori knowledge about their arrival distribution and data generation characteristics. Shortest
path routing [13, 153] has an origin-destination perspective: the path between each node pair is considered more or
less in isolation from the paths for all the other pairs. No a priori knowledge about the traffic process is required,
although such knowledge can be fruitfully used, when available.
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The shortest-path behavior shown by most species of ant colonies is the result of their for-
aging behavior based on pheromone trail laying/following [82]. While moving, individual
ants deposit on the ground a volatile chemical substance called pheromone, forming in this way
pheromone trails. Ants can smell pheromone and, when choosing their way, they tend to lo-
cally choose in probability the paths marked by stronger pheromone concentrations. Among
the ants which have left their nest for foraging, the firsts arriving at the food source are clearly
those which followed the shortest among the available paths. Accordingly, the pheromone
that these same ants have deposited on these shortest paths while moving toward the food
makes these paths, in the neighborhood of the food source, marked by more pheromone than
the longest paths, not yet marked by any pheromone. The higher levels of pheromone present
on these shortest paths stimulate these same ants to probabilistically choose them again on the
way back to their nest. During their back journey, additional pheromone is deposited. In this
way, pheromone is deposited on the shortest paths at a higher rate than on the longest ones,
making the choice of the shortest paths more and more attractive for the subsequent ants at
each local decision point. The experimental observation is that, after a transitory phase, most
of the ants use the shortest paths with a probability which roughly increases with the differ-
ence in length between the different available paths and decreases with the number of possible
alternative paths.

Pheromone acts as a sort of dynamic collective memory of the colony, a geographically distributed
repository of all the most recent “foraging experiences” of the ants belonging to the same
colony. By creating and sensing this chemical repository the ants can communicate and in-
fluence each other. Indeed, this basic form of indirect communication mediate by the envi-
ronment, called stigmergy [68, 42, 146], can allow the colony as a whole to discover shortest
paths in a completely decentralized and distributed way, as well as to give rise to other complex
self-organized behaviors [22] (e.g., nest building in termites [67, 68]). 2

General design principles from ant colonies

From a careful analysis of the collective behaviors observed in both ant colonies and artificial
ant colonies (e.g., ACO), it is apparent that the generation of global patterns is the result of
the interplay among a number of components, with pheromone and stigmergy being among
the most important ones. In general, the ant way for the adaptive and distributed discovery of
shortest paths features (e.g., see the results, both experimental and theoretical, reported in [22,
82, 35, 46]):

• pheromone variables, which express the goodness of each possible local choice and are
the result of a continual collective learning process;

• stigmergic communication by means of pheromone variables;

• stochastic decisions;

2All these concepts have been reverse-engineered and put at work in the framework of ant colony optimization
(ACO) [49, 48, 46, 44, 47, 50], which provides a formalization and systematization of these ant-based strategies and
it is de facto the reference framework for ant-inspired optimization algorithms. The reader can find in the mentioned
references in-depth discussions concerning the properties of these important class of ant-inspired algorithms which
is also our main reference.
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• incremental path generation;

• forward-backward path following;

• repeated and concurrent path sampling;

• population diversity;

• adaptive coupling between the characteristics of the individual ant and those of the local
environment;

• fault-tolerance and robustness with respect to the actions of the single ant;

• proactive and reactive behaviors;

• point-to-point and point-to-many communication acts;

• diffusive pheromone fields with range-limited influence on the neighborhoods;

• natural decay of pheromone levels;

• globally adaptive response from locally adaptive behaviors;

• ant repertoires that allow the individual ant to build a complete path but such that near-
optimal paths are expected to be the result of the collective learning dynamics.

These basic notions and strategies from the ant world have been already applied in some extent
and with good success to solve routing problems (see following Subsection A.2).3 For instance,
this is the case of AntNet [37, 38], an ACO algorithm for adaptive routing in wired datagram
networks which has shown better than state-of-the-art performance under extensive simulation
studies. These facts confirm the basic intuition that these components at work for shortest paths
discovery in ant colonies represent a really good match for routing problems.

We take these components as the basic building blocks to guide the design of our CASs for the routing
function in MANETs. Accordingly, we say that we adopt an ant-based approach. Since we intend
to develop state-of-the-art algorithms and not limit ourselves to proofs-of-concepts,4 we are
going to make use of only those ant-based components that, after being properly engineered,
analyzed and tested, have shown the capability of improving algorithm performance. In this
sense, in accordance with Bison’s objectives, our target consists also in reaching a clear un-
derstanding of which ant-based notions/strategies can be really effective to design CASs for
routing management.

3 ACO algorithms, which feature most of these notions, have been applied also to many other optimization
problems, both static and dynamic. The reader is referred to the reviews contained in [46, 44, 45, 42, 47, 50].

4 It is in this spirit that we have chosen Qualnet [133] as a platform for developing and testing our algorithms.
Qualnet is a top-end commercial simulation and development environment which provides realistic packet-level
simulation, as well as reliable implementation of most of the state-of-the-art routing algorithms.

11
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General properties of ant-based routing

The adoption of ant-based strategies, and, more in particular, of a design featuring mobile agents
(the ants) and pheromone variables for repeated path-sampling and stigmergic learning of the
sampling strategy, is likely to result in algorithms enjoying the following general properties:

• local adaptiveness synergistically resulting in global adaptiveness,

• robustness to agent failures,

• availability of both multipaths and alternate paths for data routing,

• automatic load balancing.

In particular, these behavioral patterns can be observed in AntNet [37, 38], which is a sort of
prototype algorithm for ant-based routing, implementing most of (but not all) the basic strate-
gies which are the fingerprints of the ant way. In order to develop our models according to the
principles of ant-based routing, we precisely took AntNet as initial reference. AntNet was de-
signed for wired datagram networks, therefore we have adapted the basic ideas behind AntNet
to the MANET context, and we have further extended, improved, and enriched its design with
the addition of several new strategies inspired by ant behaviors and/or matching the specific
characteristics of MANETs. AntNet is discussed in Subsection A.2.

1.2 Related work

Over the past decade a vast amount of work has been done in the area of MANETs, and espe-
cially in the field of MANET routing. Clearly it is impossible to give a complete overview of
existing work in this area. Instead, in Appendix A.1 we give a description of the most impor-
tant algorithms, and give an overview of different research directions, so that the reader can
get an idea of the context in which the research presented in this section is situated.

On the other hand, since our models are inspired by ant behaviours, we need also to provide an
overview of existing work in the field of ant-inspired algorithms for adaptive routing in both
wired and mobile ah hoc networks. As was pointed out in Subsection 1.1, ant-based strategies
have properties like robustness, multipath routing, load balancing and global adaptiveness
resulting from local behaviour. These features are important for routing, and especially for
routing in MANETs, with their dynamic topology and data traffic, and their lack of central
control or global overview. It should therefore not come as a surprise that already several
ant-based MANET routing algorithms have been proposed. Most of these routing protocols
are inspired either by Di Caro and Dorigo’s AntNet [37], an ACO based routing algorithm for
wired networks, or by the older paper [134] by Schoonderwoerd et al., which proposes Ant
Based Control (ABC), an ant-based load balancing method for circuit-switched networks, and
was in itself an inspiration for AntNet. Appendix A.2 contains a description of some of the
most important existing ant-based algorithms for routing in MANETs.

12
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1.3 Models

Taking AntNet as initial reference and, more in general, using concepts from the ant-based
approach as main guideline, we have developed a hierarchy of three routing models. Going
from the bottom to the top of the hierarchy, we have incrementally added features which are
more and more specialized for MANETs and enlarged the spectrum of the possible MANETs
scenarios that could be effectively handled by the algorithm.

The design of the first of the three models in the hierarchy is directly based on the AntNet’s ar-
chitecture but introduces some important additional aspects specific for MANETs, like: reactive
ants for session setups and management/advertisement of broken connections, proactive ants
acting as route maintenance agents, HELLO messages to obtain fresh local information.5

The rationale behind the design choices for this first model, that hereafter we call AHntNet, was
to have an algorithm: (i) based on the general ant-inspired principles, in order to get a clear un-
derstanding of these principles and of their possible role in a routing system, (ii) portable across
networks with different characteristics, that is, usable without any major change in fixed, mo-
bile, and ad-hoc networks, and, more in general, in heterogeneous networks. Moreover, since we
needed to get a precise understanding about the implementation details of routing in MANETs,
as well as to get familiar with the use of Qualnet, we have preferred in a sense to train ourselves
starting with a model based on concepts which were quite general, well established, and famil-
iar to us, in order to put the basis for and facilitate incremental successive developments.

This first model appears to be suited for small to medium-sized networks, and it is not expected
to reach in general peak performance for specific sub-classes of scenarios, but rather to provide
satisfactory performance over an extensive range of scenarios of both mobile and fixed, static
and dynamic networks.

The second model, that we present in Subsection 1.3.2, is built on top of the ideas of the first
one but adds several new concepts fitting some of the most peculiar characteristics of MANETs.
In particular, this extended model, that hereafter we call MAntNET, introduces the important
notion of virtual circuits through the explicit management of the path identifiers associated
to the single traffic sessions. Therefore, while AHntNet provides best-effort datagram routing,
MAntNET can be configured as a reliable datagram service which, by virtue of the use of virtual
circuits, can offer an explicit control over the data flows, ensuring some level of quality-of-
service, a more efficient management of multipath and alternate routing, and cycle-free routing.

Passing from the best-effort datagram model of AHntNet to the virtual-circuits one of MAnt-
NET, amounts, from the point of view of the pheromone-laying model, to pass from a situation
in which there is a unique and shared pheromone trail for all the traffic sessions between the
same source-destination pair, to the situation in which every session has associated a differ-
ent pheromone trail, specifically set up for the session. In the jargon of the ant metaphor,
this appears to be equivalent to the situation in which multiple colonies are concurrently active
and each colony makes use, as it actually happens in nature, of a pheromone trail having a

5 It is interesting to notice that all these aspects added to AntNet can actually find their counterpart in the ant
world. This is immediately understood for the case of reactive and proactive ants. On the other side, the HELLO
messages, once intended as a way to spread information from one node into its neighborhood, can be configured as
functionally equivalent to the process of local and range-limited pheromone diffusion which affects the pheromone
field in the physical neighborhood of each point of the environment where pheromone has been deposited.
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unique chemical composition. The whole pheromone on the environment is a shared resource
for what concerns the path-discovery phase, but becomes a colony-specific resource when it
comes to use the path for data, that is, when it comes to bring food from the food reservoir to
the colony’s nest.

MAntNET, with its MANET-specific features, has been designed with the explicit target of
obtaining state-of-the-art performance for a wide range of small to medium-sized networks
and traffic/mobility scenarios. However, it is not clear if it can be still efficient in large networks
(from thousands to millions of nodes).

For these cases we believe that the use of geographic information is a sort of inescapable ad-
ditional tool that the network has to be equipped with. Several already existing approaches
make extensive use of GPS-based information (see Subsection A.1). Our third and last model,
discussed in Subsection 1.3.3, goes exactly in this direction. The first two models, in order to
establish a path for a new data session, make heavily use of broadcasting/flooding of reactive
ants. This approach, which is also followed by the majority of state-of-the-art algorithms for
medium-sized networks, does not appear suitable for large networks. In fact, flooding does
not scale well. Unrestricted broadcasting in a large network would create a cascade effect that
once repeated over and over could easily collapse the whole network. Therefore, in our last
model, hereafter called GeoMAntNET, we use location information and the notion of important
nodes (i.e., sort of gateways for either their relative position in the network or their knowledge
in terms of paths to destinations), in order to look for a new path on directional basis. In this
way we expect to narrow the search and dramatically reducing the amount of broadcasting
while still obtaining satisfactory performance scaling up to very large networks.6

With our three models we expect to cover a really wide spectrum of different possible scenarios
in terms of traffic patterns, mobility and topological characteristics of the network. Actually,
our ultimate target consists in having at hand not several but one parametric algorithm able to
adapt its internal parameters according to the detected/learned characteristics of the network,
in order to locally switch to the general algorithm behavior which is the most appropriate for
the characteristics of the network problem at hand. For instance, if the nodes realize that the
network is large-sized then they will start heavily using geographic information, while for
small networks it can be more appropriate and economic not to use geographic information at
all. At this aim we expect to use Bison’s results on monitoring and aggregation functions, in
order to be able to make at the nodes estimates of network size and connectivity characteristics
that could be used in turn to locally switch from one general behavior to another.

1.3.1 AHntNet: the basic model

AHntNet, the first routing model in our incremental hierarchy of models, is based on a strategy
which mixes reactive and proactive approaches to provide best-effort multipath and alternate
routing on the basis of datagram packet forwarding. The reactive part of algorithm is responsi-
ble for route setup when no route is locally available and for the management and advertising
of locally broken connections, while the proactive components is intended for route mainte-

6 This model too can be rooted in the ant world. In fact, for several species of ants, as well as other insects, when
moving about a large foraging range, the most important sources of navigational information are celestial cues (e.g.,
sun position and sun-linked patterns of polarized sky light) and learned landmarks [156, 53, 54].
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nance and additional route discovery. According to its ant-inspired background, the algorithm
makes use of routing tables whose entries are pheromone variables, that is, variables express-
ing statistical estimates for the desirability of selecting a specific neighbor to forward packets
toward a given destination. AHntNet does make use of only one pheromone value for each pair
neighbor-destination, without making any further distinction among the routes associated to
the different data sessions for the same destination, as the next model MAntNET does.

Both path-searching ants and data packets adopt a stochastic decision policy parametrized by
the local pheromone values to decide which next hop to choose. This strategy provides the
ants with an explicit exploration component and allows data packets for the same destination
to be possibly spread over multiple paths. Moreover, even if the data decision policy is set in a
way such actually only the best next hop is chosen, the other entries in the routing tables can
be always used as alternate paths in case of broken connection for the current best next hop.

The global behavior of the algorithm is described in the following unnumbered subsections,
each one discussing a different component of it. Figure 1 reports a high-level description of the
algorithm behavior at each network node as a finite state machine diagram. The description of
the actions associated to each state can be found in the following of the text.

Process link failure recovery ant

Process reactive forward ant

Process received ant

Process reactive backward ant

Route data packets

Generate reactive forward ant

Check reactive ants retransmissions

Final state

Send route maintenance ant

Decrease pheromone

Handle link failure

Process route maintenance ant

Else

HandleProtocolPacket

RouteMaintenanceAnt

ReactiveBackwardAnt

LinkFailureAnt

ReactiveForwardAnt

Idle state

Else

Initial state

RouterFunction

NoRoute

TrySendingReactiveAntsSendAnts

SendMaintenanceAnt

DecreasePheromoneTimer

Else

TransmissionFailure

Figure 1: Finite state machine diagram representing the global behavior of AHntNet at each
network node. The labels associated to the arcs represent the conditions or the events which
trigger state transitions. Arcs without label mean that after the execution of the state actions the
state transition associated to the arc is automatically executed. The “Else” transition is executed
if none of the other possible conditions for state transition are met.
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Information maintained at the nodes

At each node k the routing table T (k) consists of a list of entries Tnd ∈ IR that for each known
neighbor n ∈ Nt(k) and destination d express the goodness of forwarding to neighbor n a data
packet traveling toward the destination d. The T ’s values are also called pheromone values since
they play the role of parameters of the stochastic routing policy and are the learning target of
the algorithm.

As is explained in the following, after a path k → d has been found by a reactive ant, the
routing table entries are updated in k to reflect this new knowledge. If the ant used the neighbor
n ∈ Nt(k) to go toward d, the entry Tnd is either added to the routing table if such an entry was
not already there, or it is updated. The pheromone value Tnd is updated (set) according to the
quality of the followed path. In AHntNet, as well as in all our other models, the quality, and,
therefore, the pheromone, is defined taking into account multiple criteria like: number of hops,
traveling time, connectivity along the path, stability of the paths, etc. All these different but in
a sense equally important components of path quality are put into a function ϕ : IRn → IR to
assign a new value to the estimated goodness of choosing n as next hop for destination d.

Evaluation metrics like the traveling time or number of hops cannot be evaluated on an ab-
solute scale in a MANET. Due to mobility and non-stationary traffic patterns these variables
are expected to show large fluctuations. Therefore, it is necessary to maintain at each node k
tables S(k) of statistical estimate for these measures. However, the ever changing conditions in
the network would make any local statistics rather meaningless in a possibly very short time
interval. Therefore, statistics are maintained only on per data session basis. That is, after the
starting of a new data session Dd(k) at node k, a list of statistics Sd(k) associated to the data
session is created and updated for the whole activity time of the session. When the session has
completed its task the associated statistics can be cleared from the node memory.

Reactive ants for path searching

At the starting time of a new traffic session Dd(s), the node s might have or not an entry in its
routing table to forward the packets toward destination d. In the negative case a route discovery
process is initiated. A reactive forward ant with d as final destination is generated. The task of the
mobile agent consists in finding a path s→ d. Once the destination d is reached, the forward ant
becomes a backward ant and retraces back its forward path, updating the routing tables along
the visited nodes and creating in this way the conditions for the packets of the data session to
be delivered.

The forward ant is usually broadcasted (see the discussion that follows), resulting in the genera-
tion of a broadcasting spanning tree, or network flooding.7 On the contrary, backward ants are
unicasted, since they do no need to carry out any additional exploration.

At the beginning of its journey the ant is a rather small packet, it carries: the IP number of the
originating node s, a node-unique identifier seq for the traffic session for which it is looking
for a path, and a vector of parameters which will characterize the ant behavior. The parameter
values, withdrawn from a probability distribution common to all the nodes, specify the prob-
ability Pb of being further broadcasted and the probability Pk of being killed. Assigning the

7 It is interesting to notice that each single broadcasting can be seen as equivalent to a sort of proliferation followed
by uniform spatial diffusion. This behavior is commonly observed in biological cells.
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ant characteristics by sampling from a distribution has a twofold effect: (i) we do not need to
precisely define crisp thresholds, whose values might critically depend on the characteristics of
the specific network at hand, (ii) some diversity is introduced within the ant population. These
facts, are expected to favor global adaptability, robustness, and the generation of a richer reper-
toire of patterns and behaviors, as it happens in the case of a large number of CASs in Nature
(e.g., see [57, 1]) and also in some of the artificial CASs studied so far (e.g., see the discussions
in [91, 92, 7]).

Searching for a path by applying a flooding strategy is surely effective but it is not expected
to be efficient because of the negative impact that might likely result from the large number of
concurrent broadcastings executed by neighbor nodes. In the case of unrestricted and repeated
broadcasting of the reactive ants at the nodes, all the possible paths s → d in the network
would be eventually followed by the ants during the route discovery process. Therefore, some
appropriate strategy has to be applied in order to reach a satisfactory balance between the
ability of discovering good paths and the amount of routing overhead.

When a neighbor n gets the broadcasted ant, first it checks if it has already received an ant
with the same (s, seq) values (this can easily happen because of repeated broadcastings). In the
positive case, the ant is either discarded or further processed if the quality (in terms of number
of hops and time) of the path followed so far scores favorably with respect to the paths of ants
from the same route discovery process that have already passed by n. If after this check the
ant has not been discarded, it is further processed. The ant is then killed with a probability
which depends on Pk and local conditions (e.g., how many ants from the same process have
been already forwarded, how many packets/ants are waiting in the node queue, etc.). If the
ant survives this stage, then it will be forwarded according to a modality (broadcast, multicast
or unicast) which is selected on the basis of both the value of Pb and other local conditions.
That is, the ant internal characteristics and those determining the local state of the node are
combined in order to obtain locally adaptive behaviors. For instance, if the node does not have
a routing table entry for the destination, the ant could be broadcasted. However, if the ant
has been already broadcasted several times during its journey, it might be better to avoid an
additional broadcasting, and the ant could be either killed or unicasted. On the other side, if
the ant has not been broadcasted yet but the number of neighbors of the node is large, it might
be more appropriate to multicast the ant to a small subset of the neighbors, in order to reduce
the amount of subsequent retransmissions from them.

In the case the routing table is being used to take the routing decision, all the existing entries for
destination d are taken into consideration. A pseudo-random rule is adopted: with some large
probability the entry for the neighbor h with the highest value, Thd > Tnd, ∀n ∈ Nt(k), Tnd ∈
T (k), is chosen, while with some small probability a random proportional selection is executed
after normalization of the Tnd values.

When a reactive forward ants arrives at its destination, it reports the characteristics (traveling
time and number of hops) of the followed path to the routing component of the destination
node. Here, data received from all the forward ants belonging to the same route discovery
process are stored. According to the data stored so far, the routing component acts as a filter: if
the reported path characteristics are in some sense good with respect to what received so far, the
forward ant is allowed to become a backward ant. Therefore, it will retrace its path back to the
destination and update the routing tables at the visited nodes. Coming from node n ∈ N (k),
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at node k the backward ant will add or update the pheromone value Tnδ for using neighbor n
for all destinations δ, δ ∈ Pk→d, with Pk→d = {δ1, δ2, . . . , d} being the path followed during the
forward phase from k to d.

Topological characteristics of established paths and multipath issues

As it has been pointed out, each forward ant arriving at a node k undergoes a strict quality-
check. If the path it has followed so far does not score favorably with respect to the paths
previously reported from the ants belonging to the same route discovery generation, the ant
gets killed. This strategy is aimed at limiting the overhead due to transmission of routing
packets and to reduce the risk of loop generation. As a result, most of the paths followed by
the ants of a same route discovery process will be mutually disjoint or tree-shaped. Figure 2
shows the characteristics of the possible paths that can be obtained with such a strategy.

s
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1
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Figure 2: Topological characteristics of the paths that can be followed by reactive forward ants
without being killed if the number of hops is the metric used for quality-checking. For instance,
an ant arriving at 5 following either the path s− 1− 3− 5 or s− 6− 5 would be killed since the
ant which has followed s − 5 has arrived first, and it has set the expected number of hops for
quality-checking equal to 1. On the other hand, the broadcasted ant from 5 which has reached
respectively 4 and 7 is not being killed since the paths s− 3− 4 and s− 5− 4 have same length,
as well as s− 5− 7 and s− 6− 7.

Without filtering out the reactive forward ants during their journey toward the destination,
and in the case the ants are broadcasted at each node (e.g., this can be the case when a path
to a certain destination is searched for the first time), every possible path joining the source and
the destination would be tried out by the ants. This would clearly generate an unbearable
level of routing overhead, especially in the case of a large network. Moreover, the obtained
paths would result intertwined, potentially giving rise to a number of loops. In fact, in the
datagram routing scheme adopted in AHntNet, pheromone values from the path followed by
the different ants paths might get combined such that loops are created. Figure 3 shows how
this can happen because of the use of stochastic routing.8

8 If the use of stochastic routing in a datagram network makes loops possible, it is also true that stochasticity
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Figure 3: Combination of pheromone coming from different but intersecting paths followed
by reactive forward ants can potentially generate loops. The risk of following a loop is in a
sense intrinsic in a system using stochastic datagram routing. The figure reports the case of
two forward ants which have followed two different but intersecting paths (showed by the
dashed and solid lines) to reach the destination d. Let us assume that the amount of released
pheromone is inversely proportional to the number of hops. Therefore, a data packet arriving
in 1 will find a routing table with two entries for d: T3d = 1/4, and T5d = 1/2. If the data packet
is routed according to a random proportional rule, it will go through 5 with a probability equal
to 2/3, while it will choose 3 with probability of 1/3. Analogously, if it will move along the
solid path, in 2 it will choose 4 with a probability of 1/3 and 6 with 2/3. Therefore, the data
packet will loop between 1 and 2 with a probability equal to 1/9 = 0.11.

There are also additional reasons to reduce the number of paths over which data for the same
source-destination pair can be spread over. In fact, if the availability of multiple paths can be
seen as an advantage in terms of load balancing, increased robustness, and possibly higher
throughput, this might not be always the case in MANETs. To be effective, multiple paths must
be: (i) node disjoint in order to provide higher robustness, (ii) spatially disjoint, in order to reduce
the amount of radio interference (i.e., collisions) and provide load balancing ,9 (iii) close, in terms
of traveling time, to the path with the lowest end-to-end delay, in order to provide at the same
time higher throughput without affecting the session end-to-end delay and creating potential
problems in terms of packet reordering.

The filtering strategy adopted in AHntNet favors spatial and node disjointness, as well as the
use of those paths with better end-to-end delay. However, it does not provide any real control
over it. This is actually done in MAntNET, using the additional level of control provided by
virtual circuits.

In spite of its limitations, AHntNet can actually provide at the same time alternate and multiple
paths routing. This can be obtained by an adaptive tuning of the characteristics of the data

at the same time reduces the risk of being indefinitely trapped in a loop. Moreover, further updates of the routing
tables by subsequent reactive or proactive agents are expected to eventually disrupt the formed loops.

9 Multiple paths which are not far apart can be effective when data rates are rather low, such that packets from
the same data session concurrently traveling over multiple paths do not really interfere over time.
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routing policy: the parameters regulating stochastic data routing can be set such that only few
best paths are concurrently used, while other paths are left as backup to be used only in case
of necessity. For instance, this might be the case when the best paths become not anymore
available because of node mobility. Again, this differentiation between paths that can be used
to spread data sessions and paths that can be used as backups is made way more precise and
effective in MAntNET by the use of virtual circuits.

Route maintenance ants

Once the first reactive backward ant comes back to the node s which initiated the route discov-
ery process, the data session Dd(s) can start sending packets. If after a defined time interval
no backward ant comes back, the session is aborted. Once the session is active and sends data,
route maintenance ants are generated from s → d in order to continually check the status of the
paths that are going to be used by data packets. Every m data packets, where m is a parameter
(e.g., m = 10 seems to be a reasonable choice), a forward route maintenance ant is generated at
s directed to d.

The route maintenance ants behave like reactive ants with the only difference that their internal
parameters are set such that they explicitly check the status of the best paths, that is, of the paths
that are actually followed by data packets. Therefore, route maintenance ants are most of the
time unicasted to the nodes which correspond to the best next hop entries in the routing tables.
However, with some small probability Pe they are also broadcasted, in order to discover new
and possibly better paths for the session. In this way, the routing overhead is in practice defined
by the value of m as a percentage of the data flow.

The main purpose of route maintenance ants consists in: (i) reinforcing and tuning the pheromone
levels on the best paths, (ii) detecting local route failures before data packets arrive at a node
with a broken connection, (iii) carrying out some marginal exploratory activity in order to dis-
cover better paths and/or make new alternate paths available. The exploratory component
of route maintenance ants is marginal since exploration (in terms of broadcasting) can poten-
tially cause a large overhead, therefore, it must be kept as much as low as possible. On the
other hand, path exploration is carried at the setup time of each data session by means of route
discovery processes. The duty of route maintenance ants is to guarantee the same existence
of connection paths for the data session while adapting routing tables without causing un-
necessary overhead. Some form of proactive exploration is carried out also by means of hello
messages, which are discussed later.

If a route maintenance ant cannot be unicasted to the selected next hop because of transmission
failure, the next best available neighbor in the routing table is tried out. The process is iterated
until no there are not anymore entries in the routing table. If the ant cannot be successfully
unicasted, the ant is killed. In this case, as well as, in the case the transmission failure concerned
the best next hop in the routing table, a route failure recovery process is initiated.

Recovery from broken connections

When either a data packet or a unicasted ant cannot be sent to the selected next hop node
f (e.g., the node has moved away, has been turned off or emission/transmission power has
lowered), a route failure recovery process is started in order to update the routing tables to the
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new topological situation. In order to recover from the route failure situation, AHntNet adopts
a mixed strategy: local advertising of the route failure and generation of reactive ants for local
repair.

After getting a transmission failure, the next hop node f is considered as not anymore belong-
ing to the current neighborhood N (k) and all the related entries in the local routing table are
removed. If, after this operation, some known destinations have not anymore a next hop entry
in the routing table a route discovery process is initiated for each one of these destinations in
the attempt to repair the routes.

In the case all known destinations still have a next hop entry in the routing table, there is no
need for new route discovery ants, but it might happen that a set D′ of some destinations have
lost in this way their best next hop connection while the remaining connections score poorly in
terms of pheromone levels with respect to the lost connection. In this case, it might be helpful to
tell the other nodes which were relying on the pair (k, f) to reach the destinations in D′ that the
connection between k and f is broken and that the remaining connections are not equally good.
At this purpose, route failure ants are created and broadcasted. The broadcasted packet contains
for each destination d′ in D′ the new best number of hops hd′(k) to reach it from k as it results
from the values stored in Sd′(k). The ant failure packet is received by k’s neighbors and for each
d′ ∈ D′ is treated as it were a sort of ant which had traveled up to d′ in hd′(n) = hd′(k) + 1 hops
using k as next hop, with n ∈ N (k). The routing tables of each node n which have received the
ant failure are updated according to the new values hd′(n) which replace the old ones stored in
Sd′(n). If some destinations do not anymore have a next hop connection in k a symbolic value
indicating an infinite number of hops is reported. After updating its own routing table, each
neighbor in turn broadcasts an ant recovery failure if the conditions of either lost connection
or lost of all best connections are met. In this way, every node propagates its updated view in
terms of reachability of destinations and estimated number of hops. The process is expected to
rapidly stop at few hops away from the originating node k. In order to reduce the overhead
due to the repeated broadcasting of the ant failure packets the threshold to decide when it is
worth to advertise the lost of the best connection must be put reasonably high.

In the case of MAntNET, it will be possible to directly advertise also the source nodes of the
sessions which were using the broken connection for their virtual circuits. In this way the local
repair can be effectively combined with a sort of global repair.

HELLO messages

The use of HELLO messages is quite common in MANET routing since it helps to get updated
views of the node set in the current neighborhood. We use them in an extended form: nodes
periodically broadcast a HELLO packet containing the node identifier and the list of the iden-
tifiers of its known neighbors and destinations.

The extended hello messages are used in AHntNet to intercept route failures and to obtain infor-
mation about the local network topology. Every time a hello message is received, the neighbor
node is either added as a new entry in the local list of neighbors or the timestamp of its list
entry is updated with the current time, as well as the list of its neighbors and destinations.

In this way, before using a next hop node n to transmit a data packet, its timestamp is checked,
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and in the case it is too old with respect to the periodic broadcasting interval, n is removed
from both the neighbor and routing tables and an alternative action is executed.

The knowledge on the identifiers of the current neighbors and their known destinations is
exploited to carry out proactive exploratory actions without repeated broadcasting. In fact, both
reactive forward and route maintenance ants can be either unicasted or multicasted toward
those neighbors which claim to have either connections for the searched destination or the best
level of connectivity.

Moreover, the knowledge of the number of neighbors can be used to make raw estimates about
the local size and connectivity of the network. As it has already pointed out, this information,
can be used to automatically switch from geographic to non geographic routing and vice versa,
that is, to adapt the routing strategy to the network topological characteristics.

Preliminary results

At this stage we have mainly focused on reasoning on the different possible ant-based strategies
that could be fruitfully used. We have made some initial experiments using different realiza-
tions of AHntNet and we have compared its performance with state-of-the-art algorithms like
AODV [122]. Performance appear as promising, at least in the highly connected and medium-
sized scenarios which are usually considered in literature. Since we intend to use AHntNet in
mixed-type networks, we have also checked its performance in scenarios without mobility, but
with point-like topological modifications and for large wired IP networks.

1.3.2 MAntNET: the extended model

Network routing protocols can generally work in two different ways: connectionless or con-
nection oriented. Connectionless routing is called datagram routing, and connection oriented
routing is called virtual circuit routing. In datagram routing, each node has a routing table in-
dicating how to get to the destination, and data packets are forwarded from node to node. This
means that for each packet a new routing decision is taken in every node. Each packet is routed
separately, and can in principle follow a different route to the destination. Datagram routing
is normally proactive, and a good example of datagram routing in MANETs is DSDV. Virtual
circuit routing is normally reactive: a connection is set up between source and destination at
the start of a communication session, and every data packet follows this connection. This is
the mechanism used in AODV: at the start of the communication between two nodes, a virtual
path of pointers is set up between the source and the destination, and all data packets follow
the exact same path.

The ant-based routing algorithm like AntNet uses datagrams. Each node proactively keeps a
stochastic routing table to each destination, and routing decisions are taken independently at
each node. For MANETs, however, we know from comparative tests in literature [20, 30] that
proactive routing does not scale well. Nevertheless, datagram routing has some advantages
which are quite important in MANETs. One of these is that datagram routing allows differ-
ent data packets to follow different paths, which means that traffic load can be spread over
the MANET, possibly leading to higher throughput and lower congestion. Another advantage
is that thanks to the multipath nature of datagram routing it is possible to adapt quickly in
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case of link failure. In order to keep these advantages, we have proposed in AHntNet a reac-
tive version of datagram routing (plus some additional proactive mechanisms): routes are still
indicated by different stochastic routing tables in each node, and routing decisions are taken
from node to node, but the routing tables are only set up when a communication session be-
tween source and destination is started. A similar scheme can also be found in other MANET
adaptations of AntNet, like ARA [71, 72] and PERA [10].

The scheme proposed in AHntNet also conserves an important disadvantage of datagram rout-
ing though, namely the fact that it is less reliable: since routing decisions are taken indepen-
dently at each node, there is less control, and things can easily go wrong. For MANETs, where
the network situation is very dynamic, it is in particular important that all nodes have correct
up-to-date routing information. If one node has new information, and another node has old
information, the combination can very easily cause loop formation (this phenomenon was actu-
ally observed in the proactive multipath MANET routing algorithm TORA [120, 20]). Having a
reliable routing algorithm is in MANETs maybe even more important than in traditional wired
networks, due to the fact that there are unreliable protocols at the lower layers (wireless com-
munication at the physical layer, and a fairly unreliable MAC protocol at the datalink layer)
as well as at the higher layer (UDP is used at the transport layer10). One way to make data-
gram routing more reliable is to increase the frequency of updates of the routing tables, but this
would result in a badly scaling protocol. Another way could be to only use one route available
in the datagrams, and not mix old and new information (which is done in the ant based rout-
ing algorithms ARA and PERA mentioned before), but then the algorithm is not very different
anymore from virtual circuit routing, and looses the advantages of datagram routing.

Virtual circuits

In MAntNET, we try to build a more reliable routing algorithm while still keeping the advan-
tages of data traffic spreading and quick adaption to link failures. In particular, we propose to
use multipath virtual circuit routing with stochastic spreading of data traffic over the multiple
paths. Like in AHntNet, paths are set up in a reactive way at the start of a communication
session, but instead of building stochastic routing tables at each node, we set up a number of
full paths between source and destination. The data packets will therefore only follow fixed
paths which were completely tested by a single ant (this is not the case in AHntNet, since there
a followed path is the result of a series of separate routing decisions in different nodes, based
on pheromone which could be deposited by many different ants) and which are completely
known at the source. This should make the routing much more reliable. Nevertheless, at the
source there will still be a choice among several paths, and the source node will route data
packets stochastically over these paths. This means that data traffic spreading and quick reac-
tion to failure is still possible. The main difference with AHntNet is that the stochastic decision
is taken once at the source, and that afterwards the data packet follows a fixed path.

Apart from improving reliability, we also expect some other advantages from this new ap-
proach. Most importantly, the algorithm gives the source nodes better control over the paths
which are used. Since each path is fully known at the source, it will be possible for the source
node to select just a few good paths for data traffic. In particular, we want source nodes to
select a number of fully disjoint paths. This can improve both traffic load spreading (if non-

10The more reliable TCP algorithm can due to several reasons not be used in MANETs (see [6, 63, 141]).
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disjoint paths are used, data traffic on different paths can interfere with each other, cancelling
out the advantage of the multipath routing, as it as already discussed at Page 19) and failure
robustness (because several non-disjoint paths can fail at the same time if one of the nodes they
have in common fails). Also, for each of the selected disjoint paths, we want the source to keep
some backup paths. These don’t need to be completely disjoint; they are meant to replace the
primary paths in case of failure. Other advantages we can see for the new approach is the fact
that in a later stage it will allow an easier implementation of advanced techniques like quality
of service routing and label switching [2].

State information messages

In AHntNet we have described the use of hello messages to increase the nodes’ awareness of
the local network situation. Each node periodically broadcasts a small message, containing just
its own address. Keeping track of received hello messages, nodes can derive information about
network topology and mobility. A node can realise how many and which neighbours it has,
and how stable the links with these neighbours are. It can also detect link failures and adapt its
routing table according to them.

In MAntNET, we plan to keep the hello messages, but propose to also use a second kind of
messages, called state information messages. The aim of the state information messages is
to make route exploration less blind. In a state information message, a node broadcasts the
paths it is on, and the length of these paths (the number of hops between the current node
and the destination). Also, nodes include which paths its neighbours are on, and the lengths
of those paths. All this information together should give each node a clear view of all the
paths in its environment, and help it spot new routing opportunities. In particular, the state
information messages should help nodes find alternative routes for existing paths (used for
backup), find shorter versions of existing paths (for path improvement), and restore paths after
a link failure. This is shown in parts a), b) and c) of Figure 4: a node which knows from
the state information messages that its neighbour has a neighbour which is on a good path to
the destination, can make an alternative or shorter version of the path it is carrying. In the
spirit of virtual circuit routing, however, we do not allow a node to make the path alteration
or improvement without properly setting up the new path between source and destination
using a forward and a backward ant. Other information found through the state information
messages is the interference between paths, as shown by part d) of Figure 4: if a node receives
information about a different path going to the same destination over one of its neighbours,
it can send this information back to the source. The source then knows that the two paths,
even though they are completely node and link disjoint, can still interfere with each other, and
should therefore maybe not be used together for data traffic spreading.

It is clear that state information messages will be quite large, and may cause a lot of extra over-
head. One way to reduce this overhead is to send the messages less often than hello messages.
In particular, we want to adapt their sending rate to the traffic (data and ants) on the paths,
so that information about rarely used paths is not broadcasted very often. For the detection
of interference between paths, this scheme seems very natural: rarely used paths give less up-
dates about their presence, and interference with them will therefore be more tolerated than
interference with heavily used paths. Another way to reduce overhead caused by state infor-
mation messages is to add them on top of hello messages, so that only one big packet is sent,
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rather than two small ones. Finally, in future extensions of the algorithm, described in Sub-
section 1.3.3, we hope to be able to completely stop the use of state information messages: it
should be possible to use location information of the nodes to perform the functions for which
we now need the state information messages.

Reactive ants

For path setup we use reactive ants, more or less in the same way as in the basic algorithm.
When a communication session is started, a forward ant is broadcasted from the source, and
flooded over the network. Intermediate nodes limit the flooding by deleting ants which are
following paths that are clearly worse than paths followed by previously received ants. While
going to the destination, forward ants keep a list of the nodes they have visited, and when
they reach the destination this list is copied into a backward ant. At this point there are two
differences with the basic algorithm. First of all, the destination node will make a selection
among the ants to send back. The algorithm is not really interested in paths which are much
longer than already established paths, or in paths which have a large degree of overlap with
other paths, so the destination can delete these ants. This should reduce a bit of overhead. The
second difference is that the destination will assign a path ID number to the backward ant,
which will be used to distinguish its path from other paths. Just like in the basic algorithm, the
backward ant is then unicasted back to the source over the same path over which the forward
ant came. The backward ant will at each intermediate node set up the pointers for the path ID
it is carrying.

Path selection

After the reactive path setup phase, the source will be presented with a set of possible paths
towards the destination. It will select a few of these to use for routing. The selection criteria are
disjointness, trip time, and hop count. All of these metrics are reported back by the backward
ants which set up the paths. Disjointness is the most important criterium. As was pointed out
earlier, disjoint paths give a more robust connection, since they are not dependent on the same

(b)(a) (c) (d)

Figure 4: Using state information messages to (a) discover backup routes (b) find route im-
provements, (c) handle link failures and (d) detect path interference.
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nodes: if one nodes moves away or switches off, it cannot disconnect all paths at the same time.
Also, if paths are disjoint in the sense that there is not even radio interference between them,
they will allow better data traffic spreading: traffic over one path will not affect traffic over
the other path. Apart from disjointness, we also look at trip time and hop count. Trip time is
an indication of the path quality: we want to send our data to the destination with minimum
delay. However, in MANETs trip time can be very unstable (it can be changed very much by
the presence of interfering traffic). Therefore we want to combine the trip time measure with
the hop count, which is an approximation of the path quality: a path which is short in number
of hops will normally also not be too long in trip time (or at least has the potential of being
short in trip time, if the interference it is subjected to is low).

Path maintenance

As was pointed out earlier, the use of state information messages allows nodes to detect vari-
ations and improvements to paths they are carrying. The nodes can then send an ant to test
the new path, and notify the source about it. The source can decide whether or not to accept
the new path. In this way, each path of the original set of paths can be supplemented with a
number of variations and improvements, so that it becomes a bundle of largely overlapping
paths. The complete mechanism of using a set of disjoint paths with a bundle of variations for
each of them should provide a very robust connection: minor disruptions can be dealt with
easily by switching to one of the variations within the bundle, while major disruptions should
be handled by (possibly temporarily) switching to one of the disjoint path bundles. Some sup-
port for these ideas can be found in [117], which presents a multipath version of DSR. The
paper indicates that the algorithm’s performance improves considerably when multiple paths
are provided. The paper also points out that it is important to not only provide extra paths
between source and destination, but also between intermediate nodes and the destination. The
authors also find that just a few backup paths per node are sufficient to obtain the improve-
ment.

Path monitoring and data routing

For the actual data routing, the source will choose from among the disjoint paths. The own
variations of each path (as described above) are not used for data traffic, only for backup pur-
poses. This is because it does not make sense to use largely overlapping paths for multipath
routing: different data packets would eventually end up in the same area, competing for the
channel with each other, and the situation would be worse than had they just been sent over
the same path.

The data traffic will be spread over the different paths stochastically, using pheromone values
which indicate the goodness of the paths. To obtain the pheromone values, the source node
regularly sends out ants to sample the different paths. The ants report back the trip time over
the path they followed, and this trip time is used to update the pheromone. The idea is that
the trip time is defined by both the length of the path and the congestion in the areas which
are crossed by the path. By probing the paths with the ants the source node can get an idea
of this congestion, and can adapt its own data flow to avoid congested areas. This adaptation
of the data flow will then change the congestion levels experienced by the other nodes. They
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will in turn realise the change using their probing ants, and adapt their pheromone and their
data traffic to it. The hope is that the collective adaptive behaviour of the different nodes
will give rise to a globally (near-)optimal spreading of the data load over the MANET. One
possible danger is that we would adapt the traffic spread too quickly, giving rise to oscillations
in the network. The fact that trip times can be quite unstable in MANETs adds to this possible
problem. It will be important to update the data traffic spread gradually.

1.3.3 GeoMAntNET: further extensions for large networks

Routing in wide area MANETs (WAN MANETs) is still a relatively unexplored research area.
Most MANET routing algorithms are developed for small networks, and even though some
papers claim to propose a well scaling algorithm, they do not usually present simulations of
more than 50 or 100 nodes. An exception is a scalability study of AODV, which goes up to
10000 nodes [101]. It shows a very quickly degrading throughput though (it is down to 50% at
1000 nodes), due to the long path lengths. Some of the few algorithms specifically developed
for WAN MANETs are the earlier mentioned Terminodes project [14, 16, 15] and MABR [78].

In what follows we present some extensions to our algorithm to make it more suitable for WAN
MANETs. In particular, we present adapted schemes for path discovery, using anchored paths,
finding critical links, selecting disjoint paths, and improving known paths. Throughout this
subsection we will assume that nodes know their own location coordinates (e.g. through the
use of a GPS system). This extra information is quite essential for routing in WAN MANETs. It
allows for simpler control messages, and more robust routing.

Path discovery

In the routing algorithms described so far, we use flooding for path discovery: the source node
broadcasts a forward ant, and it is further broadcasted by the neighbors, until it reaches the
destination. It is clear that such a scheme produces a lot of overhead. This can be more of a
problem in WAN MANETs, since it was found in [74] that the transport capacity per node in
a MANET is inversely related to the total number of nodes. Therefore we want to propose a
more clever scheme for route acquisition.

One way to make the path discovery easier is to provide some structure in the network. This is
discussed at Page 92 in Appendix A.1, where it is argued that it is better to have a neighbour
selection protocol, were a structure emerges from the individual views of the nodes, rather
than a partitioning protocol, where an overall structure (like a cluster structure) is imposed
on the network. An example of a neighbour selection protocol is the friends mechanism in
Terminodes [15], where each node actively searches a number of friends, which it thinks will
be helpful in finding destinations. To these friends the node maintains good paths, so that it
can always find them easily. Then, when a node needs to find a certain destination, it forwards
its route request to the friends, which forward it in turn to their friends, until the destination
is found. The friends graph is structured in such a way that it resembles a small-world graph,
so that the search in the overlay friends graph can find any destination in a limited number of
hops.
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We propose to use a quite similar mechanism, with an overlay graph used for path acquisition.
Rather than letting each node choose its own friends though, we would like the friends to be
found automatically, as a result of the network topology. Some inspiration for this can be found
in subgoal discovery in reinforcement learning. In subgoal learning (see [143]), the idea is to
help the learning of goal-finding tasks by learning subtasks which could be useful in many
different situations, just like for humans the subtask of walking to a door can be useful in tasks
ranging from going to the railway station to going to bed. A subgoal discovery algorithm has
to automatically find certain areas in the agent’s world where it is useful to temporarily leave
the search for the goal and instead search for the subgoal. Once the subgoal is reached, the
agent can go back to trying to find the overall goal. The process of discovering good subgoals
and learning how to travel to them is done beforehand. At the starting time, random start and
goal states are given, and the subgoals are used in the learning process. The subgoals should be
useful at helping to solve any possible task in the agent’s world (any combination of start and
goal state). In [112], it is stated that bottleneck states are useful subgoals, because if an agent
can get to these states more easily (since it has learned beforehand how to do it), it will much
more easily explore the whole area of the world behind it. In [138] bottlenecks are found by
examining which states are visited most often. In this paper it is also found that learning about
often visited states is useful even in environments where there are no bottlenecks.

It might be possible to use something similar in WAN MANET routing. Nodes acting as major
gateways (logically equivalent to the above bottlenecks) will appear in the routes of all ants
which travel from one side of these nodes to the other. Also other important nodes, like very
stable nodes, nodes with a larger range, or very central nodes will be present in a lot of good
routes. Therefore, nodes should look out for nodes which are more often present in routes
than other nodes. Once these important nodes are recognized, they can be used like the friend
nodes: when nodes do not have any idea about where to find their destination, they can send
their forward ants to the few important nodes they know about. Ants arriving in the important
nodes should have a double advantage. First, since they have traveled to a node which is
on many good paths, they have a larger chance of being on a good path to their destination.
Second, they arrive in a region where many paths converge, which means that there is a lot of
information available there. So they have a larger chance of finding information about their
destination node. Of course, while going to one of the important nodes, ants should also look
out for their destination. Also, it should be possible to let ants fork at intermediate nodes,
when at these intermediate nodes new important nodes are known. A possible danger in this
approach is that some nodes get much more traffic than other nodes, and that, especially if these
specific nodes are already bottleneck nodes in the topology, fragile areas of heavy congestion
will be created.

Anchored paths

The routes returned by the forward ants are lists of visited nodes, with their location. In WAN
MANETs these lists can be very long. We would like to adopt the idea of anchored paths
used in Terminodes [15], where paths are indicated by a short list of key locations. Packets
following the path roughly go from one key location to the next, using greedy geographic
forwarding between them. Apart from making the path information shorter, this scheme also
makes the paths more robust: paths which consist of a list of node IDs break as soon as one of
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the nodes moves too much, whereas geographic forwarding between anchor points can easily
use different intermediate nodes (if at least there are not too many gaps in the network). This
property makes the use of path variations (discussed in 1.3.2) unnecessary, and can reduce the
need for state information messages.

Critical links

WAN MANETs are likely to have a varying node density over the whole network. In [52, 51], it
was indicated that in low density MANETs connectivity can be very low, depending on just a
few critical links. If these critical links break (due to node movement e.g.), backup paths will
often have to be found over completely different parts of the network. This can be a slow and
difficult task. In the extended model presented above, we account for this by supporting setting
up and maintaining multiple disjoint paths, hoping that their disjointness will imply that they
do not use the same critical links. In GeoMAntNET we want to go a step further. It should be
possible for a node to realize that it is on a critical link. Using location information in the hello
messages, it could figure out whether one of its neighbours is not in contact with any of its
other neighbours. Or a node could figure out whether there is one neighbour which is carrying
an unusually high percentage of the traffic, or whether the paths going over one neighbour visit
parts of the network which are not visited by paths going over the other neighbours. Once a
node realises it is on a critical link, it can send this information, together with its location, to
the source nodes from which it receives packets. These source nodes can then explicitly look
for paths which do not go near the same critical link.

Selecting disjoint paths

In MAntNET, we use multiple disjoint paths between source and destination. There were two
reasons why the paths had to be disjoint: to increase robustness, since disjoint paths usually
have uncorrelated failures, and to allow for a better spread of the data load, since there is no
interference between the different paths (we choose the paths so that they are not only node-
disjoint, but also radio-disjoint). Although making different paths avoid using the same critical
links (as explained in the previous paragraph) should go a long way in providing the increased
robustness, it does not assure that there will be no interference between paths. In MAntNET we
use state information messages to detect which paths can interfere with each other. However,
when using location information, it should be possible to avoid the use of these messages. Since
the source node knows the location of the different anchor points of the path, it knows more
or less where the packets will pass, and can judge whether two paths will be sufficiently far
apart to be radio-disjoint. So it can select disjoint paths without needing the state information
messages.

Finding path improvements

A last task we use the state information messages for is to find path improvements. In Geo-
MAntNET location information could replace the use of the state information messages. Since
for each path a number of successive location points are known, it is easy to think of path im-
provements: any path which uses a subset of the current path’s anchor points is a possible new
path. Also combinations of anchor points of different paths can be used, or two successive
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anchor points can be replaced by one point in between them. It is easy for a source node to
calculate whether the possible alternative paths are at least in theory shorter than the current
path. It can then send ants out to test candidate path improvements.
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Part II

Search functions

2 Search in P2P networks inspired by concepts from the immune
system

In this section, we report an algorithm for searching p2p networks. The fundamental ideas of
the algorithm has been stolen from natural immune systems known for using robust, decen-
tralized algorithms to kill diseases. The algorithm avoids query message flooding, instead of
which employs concepts of proliferation and mutation. These concepts are directly borrowed
from the immune system. Moreover, the topology of the network is changed during the search
resulting in clustering of nodes hosting similar items. The entire algorithm is presently imple-
mented on grid topology although it can be implemented in any other type of topology. The
basic model parameters and the algorithm is next presented.

2.1 Biological inspiration

The natural immune system is a complex adaptive system which efficiently employs several
mechanisms for defence against foreign pathogens. The main role of the immune system
is to recognize foreign pathogens and to induce an appropriate type of defence. From an
information-processing perspective, the immune system is a highly parallel intelligent system.
It uses learning, memory, and associative retrieval to solve recognition and classification tasks.
Its general features provide an excellent model of adaptive processes operating at a local level
and of useful behavior emerging at the global level.

Basic ideas of Immune System used in our problem: We have used the simple and well known con-
cept of humoral immune system where B cells generate antibodies which tracks the antigens
or the foreign body. In our problem, the query message packet is conceived as antibody which
is generated by the node initiating a search whereas antigens are the searched item hosted by
other constituent members of the p2p networks. Like immune system, the search undergo
proliferation, activation, induction, differentiation, attack and memory formations.

The key features of the natural immune system based upon which the ImmuneSearch algorithm
develops is noted next:

• Recognition: The immune system can recognize and classify different patterns of interest
and generate selective responses. [In our problem, the message query packets which are
generated for search emanate a varied type of response while visiting other peers in the
network.]

• Learning: The immune system learns by experience. The learning ability of the immune
system lies primarily in the recruitment mechanism [12] which generates new immune
cells on the basis of the current state of the system (also called clonal expansion). [Our
system learns through experience, so as time passes, the search efficiency increases.]
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• Distributed Detection and Self-Regulation: The immune system is inherently distributed
and the mechanism for immune responses are self-regulatory in nature. There is no cen-
tral organ that controls the function of the immune system. [The search mechanism in
our system is not guided by any centralized control. On the contrary, the query message
packets within the network regulate their movement in a self organizing fashion.]

• Diversity: It uses combinatorics (partly by a genetic process) for generating a diverse
set of lymphocyte receptors to ensure that at least some immune cells (lymphocytes) can
bind to any given (known or unknown) antigen. [The query message packets undergo
mutation to look for interesting search items in addition to the item that has been queried]

• Threshold mechanism: Immune response and the proliferation of the immune cells takes
place above a certain matching threshold (Strength of chemical binding). [The query
message packet undergo proliferation and mutation in the network only if it meets some
search items which matches with it above some threshold.]

• Aging: As organisms grow old, their acquired immunity reaches a stable state and
changes only if there is a radical change in the environment. [Each peer in the network
stabilizes its position within a period of its entrance in the system. It only changes posi-
tion if there is instability in the system.]

2.2 Related work

In this section, we note the related works which has been inspired by immune systems and the
works which has been done to perform efficient search in p2p network.

Works inspired by Immune System

There are a growing number of intelligent methodologies (inspired by immune system) solving
real-world problems. The methodologies map their problem to immune systems and accord-
ingly use various features of natural immune systems to develop their respective algorithms.
These methods labelled as Artificial Immune Systems, Immunity-Based Systems, Immunolog-
ical Computation etc. have been used to model diverse applications namely searching mines
[135, 136], anamoly detection in time series data [33], pattern recognition [84], virus detection
[94] etc. A good overview of the various applications developed using immune system con-
cepts is available in [32, 96]

Works related to search

The search algorithms should maximize the goals of efficiency in terms of resources (band-
width, storage facility, processing power), quality of service (number of results, response time)
and robustness. Side by side, it should provide the peers more autonomy (in terms of with
whom it wants to be neighbor and/or in which machines it is ready to share its content) and
expressiveness (how differently can a user express his search). Different protocols which have
been developed are trying to maximize these two conflicting interests. A brief sketch is pro-
vided.

There are highly structured P2P networks, such as CAN [125], Chord [137] , Past [129] , and
Tapestry [81], all of which use precise placement algorithms and specific routing protocols to
make searching efficient. Most of them use Distributed Hash Table which has become quite
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popular [70]. The hash-table-like lookup() operation provided by DHTs typically requires only
O(log n) steps, where n is the number of nodes. However, although it is quite fast but its ability
to operate with extremely unreliable nodes has not yet been demonstrated. Moreover, the sys-
tems built upon distributed hash table cannot deal with partial-match queries (e.g., searching
for all objects whose titles contain two specific words).

In comparison, the loosely structured P2P networks, Freenet [59], Free Haven [40], Mojo Na-
tion [111], are extremely robust but the search time is quite slow. Flooding and random walk
are two of the methods used to perform search in these networks. In order to improve the
performance, in unstructured networks there is a plethora of works related to some replication
mechanism of data, so that the data can be found fast. There is Freenet which replicates data as
soon as they are searched. The replication mechanism also can follow different strategies like
proportional replication, uniform replication and square root replications [106]. However, none
of the replication mechanism is still not provably considered as the best. Moreover, replication
mechanism infringes on the autonomy of the peers, forcing them to host materials against their
wishes.

Besides this, there are works on semantic overlay networks (SON ) which proposes clustering
nodes on basis of the same semantics [132]. That is, nodes having identical semantics forms
neighbours to each other. The semantics can consider the network to be a flat structure [27]
[145] as well as a super-peer structures [105]. There are many challenges when building SONs.
First, we need to be able to classify queries and nodes. We need to decide the level of granular-
ity for the classification (e.g., just rock songs versus soft, pop, and metal rock) as too little gran-
ularity will not generate enough locality, while too much would increase maintenance costs.
We need to decide when a node should join a SON (if a node has just a couple of documents on
rock, do we need to place it in the same SON as a node that has hundreds of rock documents?).
Finally, we need to choose which SONs to use when answering a query. Of course, there can
be queries which doesn’t conform to a particular query, but can imply different SON at a time.

Keeping the above developments in mind, we propose to build a system which will provide au-
tonomy to the user in terms of his storage right. It will also not as strict as SON . It will be in the
main unstructured. However, it will take the clustering concepts of SON , but not try to form
tight clusters like SON . Rather, it will allow the system to evolve on its own and the environ-
ment to decide which are the factors based upon which the self organization/clustering should
be undertaken. This is in spirit of the biological adaptation policy where biological/natural
processes self organize them according to the need of the surroundings.

2.3 The model of the P2P environment

The parameters which are important for simulating p2p environment are the network topology
(overlay network), the profile management of each individual nodes, the nature of distribution
of these profiles and the affinity measure based upon which search algorithm is developed.
Each of the parameters are discussed one by one.
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Node

Note : The grid is torus, i.e. the left side
is joined with the right as well as the top is
joined with the bottom.

Figure 5: A node in the p2p network and its neighborhood

2.3.1 Topology and profile

We have modeled the p2p network as a toroidal grid where each node in the grid is conceived
as a member of the p2p network (Fig. 5). Due to the grid structure, each node has a fixed
set of eight neighbors, the neighbors are marked in Fig 5. Each node has two profiles - the
informational profile and the search profile.

The Informational Profile (PI ) of the node is formed from the information which is shared by
the node with other community members in the p2p network. The node’s profile is created as
a result of the analysis of data stored by the given node. The Search Profile (PS) of the node
is built from the informational interest of the users of a node. In general, this may differ from
the information stored on the node. For initial study, we have modelled both information and
search profile by one 10 bit token. The query message packet (M ) is also a 10-bit token.

The affinity measurement between a profile (P ) and a message packet (M ) is discussed next.

2.3.2 Affinity measure

Similarities between a profile P and a query message packet (M), are measured in terms of the
number of bits that are identical. That is,

sim(P,M) = d−HD(P,M) (1)

where HD is the Hamming distance between P and M .

Since tokens are of finite length (d), there can be at most 2d unique tokens present in the net-
work. The method to determine the frequency of each of the unique alternatives is discussed
next.

2.3.3 Distribution of profile

The profile (both information and search) is created in a realistic fashion following Zipf’s law.
Zipf’s law, named after the Harvard linguistic professor George Kingsley Zipf (1902-1950), de-
scribes the observation that the frequency of occurrence of an event (here token) t, as a function
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Figure 6: Distribution of tokens in a p2p network following Zipf’s law

of the rank i where the rank is determined by the above frequency of occurrence, is a power-
law function ti = 1

ia with the exponent a close to unity [161]. That is, if the most frequent token
t1 has occurred 1000 times, t2 occurs 500 times, t3 occurs 333 times and so on. It is generally
believed that the most of the features in P2P network follows Zipf’s law [3].

Since in our model each token is of finite length (d), there are 2d different possible tokens. There-
fore, in our model, Zipf’s law will be implemented in the following way. The total number of
tokens (N ) of (say) Information Profile in the whole p2p network is given by

N = m1 ×m2

where m1 ×m2 is the dimension of the grid and each node in a grid hosts a token as Information
Profile.

Therefore, these N tokens can be of the total possible 2d types, hence from Zipf’s law, the ith

token will have N
ia occurrence, where

N
1a

+
N
2a

+ · · ·+ N
ia
· · · N

(2d)a
= N (2)

From the equation, N can be calculated directly. A small example of Zipf’s law is given in Fig.
6.

On the basis of the above discussed model, we now elaborate the search algorithm Immune-
Search.

2.4 ImmuneSearch: Immune-inspired algorithm for search tasks

The ImmuneSearch is a distributed algorithm and will be implemented individually and inde-
pendently at each node. The search algorithm consists of two parts, the line of motion followed
by query message packets through the network and the topology evolution initiated due to the
search.
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2.4.1 Movement

The search in our p2p networks is initiated from the user node. The user (U in Fig. 7) emanates
message packets (which is derived from the search profile of the user) to its neighbors and the
packets are thereby forwarded to the surroundings. The method of spreading of the message
packets to its neighborhood forms the basis of the algorithm. In our scheme, the spreading
algorithm is inspired from immune system. The message packets are conceived as antibody,
whereas the profile it wants to find out is conceived as antigen. For ease of understanding, we
hereby refer message packets as antibody.

Similar to their behavior in natural immune systems, the antibodies undergo random walk
across the grid, but when they come across a matching antigen (an antigen is the information
profile of any arbitrary node), that is, the similarity between the antibody and antigen is above
a threshold, it undergoes proliferation (as shown in position A of Fig. 7), so as to find more and
more nodes with similar information profile around its neighborhood. Besides proliferation,
mutation is initiated which brings in diversity in the search and helps the user node to find a
wide variety of search items. (The different colored message packets around A in Fig. 7.) The
mutation results in finding new items which may not have been initiated exactly for search but
which produces surprisingly new results much to the user’s delight. The mechanism is next
presented in algorithmic form.

Each node executes the algorithm independently. The algorithm is initiated on a particular
node as soon as an antibody (M ) (query message packet) enters in that node. Therefore, the
algorithm named Movementp2p is presented with respect to a particular node A.

Algorithm 1. Movementp2p
Input : Antibody(M )
Output : Movement and Search Results

If (sim(Pi,M) < Threshold)
Perform random walk on the grid.

else
Perform proliferation and mutation.

The user node which initiates the search executes the following task.

Algorithm 2. InitiateSearch
Float Antibodies(M ) around the neighbors of the user node.

As is clear from the algorithm, that the effect of proliferation and mutation initiates a differen-
tial movement around the neighbors of the nodes which are already found to be similar to the
antibody. This implicitly points to the fact that the topology of the network should be arranged
in a fashion such that nodes which have similar profiles should come close to each other and
provide a specialized environment for enhanced proliferation rate.

2.4.2 Topology evolution

Since each individual node determines which are the neighbors to join, it can change their
neighborhood configuration at will. Since we are working with a fixed neighborhood condi-
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Swap between C and A: C which resides in grid no. 6 has initially neighbors residing in grid
numbers {1, 2, 3, 5, 7 (= A), 9, 10, 11}; while A which resides in grid no. 7 has initially neighbors
residing in grid number {2, 3, 4, 6 (= C), 8, 10, 12}
After swap, A has neighbors {1, 2, 3, 5, 6 (= C), 9, 10, 11}, while C has neighbors {2, 3, 4, 7(= A),
8, 10, 11, 12}. That is, in swap, in effect, the neighbors are changed, not the physical position of
the machine.

Figure 7: The Search Mechanism

tion, i.e. each node can have eight neighbors, the neighborhood change follows the method
illustrated in Fig. 7. It is seen that the node has changed from A to B. During its movement
from A to B, at each step it swaps its position that is, neighborhood information with interme-
diate nodes (as C in Fig. 7).

The topology or the neighborhood configuration of a node (say A) is evolved based on the sim-
ilarity between the node and the user node (say U ) which has initiated a search. The similarity
can be of two types;

• Similarity between PI (information profile) of the node (A) and the antibody (M ) initiated
by the node (U ).

• Similarity between search profile (PS) of the node A and the antibody (M ) initiated by
the user node U .

The amount of distance A is brought closer to the user node (U ) is proportional to

• the similarity between them (A and U ) either in terms of PI or PS .

• the distance between node U and node A.

The movement of machine is also controlled by another important concept which is borrowed
from natural immune systems - aging. The movement of a node gets restrained as it ages. It
is assumed that the more number of times a node encounters antibodies, it ages. That is, the
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longer it stays in the environment (p2p network), it is assumed that the node has found its
correct position and the less is its response to any call for change in neighbors towards any
user node U .

Moreover, if the search profile (PS) of a node A matches with M , the movement of that node
A towards user node U is initiated only if it is younger than U . If the node A has performed
search more times than U , it is assumed to be in a more stable position than U and consequently
there is no further movement.

The aging concept lends stability to the system, thus a node entering the p2p network, after
undergoing the initial changes in neighborhood finds the correct position. The algorithm for
topology evolution is now elaborated. The Topology Evolution is executed on a node A, only
when the similarity between antibody (M ) and the profile (P ) of A is above a threshold.

Algorithm 3. Topology Evolution
Output : Changed Position of A.
x1 = sim(PI ,M ) /* PI - Information Profile of A */
x2 = age(A)
x3 = dist(A, U )
x4 = sim(PS ,M ) /* PS - Search Profile of A */
x5 = age(A) - age(U )
if (x1 > Threshold)

mov(A) α x1·x3
x2

if (x4 > Threshold and x5 > 0)
mov(A) α x4·x3

x2

We are now in a position to present the main algorithm ImmuneSearch which is a combination
of Algorithms 1 & 3. The ImmuneSearch is presented with respect to a particular node A. Each
node applies the ImmuneSearch algorithm whenever it encounters an antibody.

Algorithm 4. ImmuneSearch
Input : Antibody (M )
Output : Movement
if (sim(PI ,M ) > Threshold)
{

Proliferate and mutate antibodies in neighborhood.
Topology Evolution(A)
}
else

Randomly forward the antibody M to any of the neighborhood.

The initial simulation results which establish the efficiency of the algorithm are discussed next.
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2.5 Preliminary experimental results

The initial experimental results illustrates the efficiency of the algorithm. We also simulate
experiments with random walk as well as proliferation The set-up parameters for the grid and
the profile are elaborated next.
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Figure 8: Efficiency of different techniques of search

2.5.1 Experimental setup

The experiment is performed on a 100× 100 grid thus assuming that there are 10000 computers
participating in the network. For simplicity, the dimension of both information and search profile
of the node is considered to be 1, that is, both PI & PS comprise of a single token. Each search is
initiated at a randomly chosen node and the number of search items (ns) found within 50 time
steps from the commencement of the search is calculated. This is averaged over 100 different
searches whereby we obtain Ns where

Ns =
∑100

i=1 ns

100

The value of Ns directly reflects the efficiency of the network. Consequently, in the graph
(Fig. 8), each generation number actually comprises of 100 searches. The search results are
represented by best fit polynomial method. This gives a clearer understanding of the trends of
the results.

2.5.2 Experiments

This experiment is carried out with the assumption that no node/machine leaves the system.
We have initiated three types of experiments with this model, the random movement, the pro-
liferation and the ImmuneSearch. The graph of Fig. 8 displays the performance analysis with the
three different models. The x-axis of the graph shows the generation number while the y-axis
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represents the average number of search items (Ns) found in the last 100 searches. It is seen
that the number of search items (Ns) found is higher in proliferation than in random search.
However, as expected, Ns doesn’t increase over time. In the case of ImmuneSearch, the number
of search dramatically increases by almost 100%.

2.6 Further work in progress

We have presented an initial work on developing search mechanisms on grid topology based
on concepts of immune system. However, we are performing more experiments to understand
the reasons for its better performance. We are also studying the effect it produces at the face of
heavy unreliability of the machines participating in p2p network. Moreover, in the near future
we have plans to test the algorithm on other more realistic type of topologies like scale-free
network, random network etc. We expect, in fact, the results will be better in the realistic
networks, because there will be no restriction about the number of neighbors of each node.
This will add to another level of flexibility to the system. Moreover, since we don’t have to
maintain the neighborhood constraint as strictly as grid, the swapping of neighborhood of the
peers can be done much more easily. Adding to it, the diameter of these type of networks
are typically small (log(n)) compared to grid (

√
n), generally making the search more efficient.

However, all these has to be tested to provide the final comments.
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Part III

Topology management

3 Membership management in overlay networks

A key aspect of a large and dynamic overlay network is membership management and the
possibility of information dissemination to all members of the network. Because of the large
size and dynamism of these networks, it is not possible to maintain a complete list of members
at all nodes. Furthermore, a central server that provides membership information introduces
scalability and reliability problems. For these reasons, a general solution that is adopted in
such settings is maintaining a partial view of the system at each node, that is, each node will
know only a limited number of peer nodes, or neighbors. This neighbor set can change during
the lifetime of the system. The neighbor sets of the nodes define the overlay topology. It can
be described as a graph in which there is a directed edge between nodes a and b if b is in the
neighbor set of a.

This topology can also be called the “knows-about” topology referring to its definition.

In this section we define a design space for gossip-based protocols for maintaining the topology
of these unstructured overlay networks. The main purpose of this work consists in supporting
applications involving distributed calculation of the average (and several other statistics) of a
large set of numbers (Section 5) and its application to systems monitoring (Section 6), as well
as load balancing, which is discussed in Bison Deliverable D08.

This design space will include LPBCAST [55] and NEWSCAST [87] as special cases. The motivation
for introducing this design space is to allow a systematic study of the different design choices.
Further results on these protocols can be found in [86].

3.1 Biological analogies

Unstructured knows-about ON are analogous to social relationship networks, biological rela-
tionship networks like food chains or simply a physical proximity topology like the one defined
by cells in an multicellular organism. Building this analogy further, the typical functions that
can be implemented based on these topologies are epidemic broadcasting and diffusion. In this
document we will focus on these two analogies.

In epidemic broadcasting the broadcasted information is analogous to an infection, and the
topology is analogous to the network of contacts that can potentially transmit the infection [34].
It is well known that this paradigm is extremely efficient in fully distributed settings [56]. In
our work we will apply this paradigm in several contexts like finding extremal values in a
large distributed system (Section 5) or for propagating alarm signals in monitoring applications
(Section 6).

Diffusion has several applications as well. In diffusion in biological or physical systems, the
key idea is that there is a source which contains some static amount of diffusive material (or,
alternatively, continuously produces such material) and this material is continuously spreading
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throughout the system to the direction of lower concentration. This mechanism is believed to
play an important role in biological self-organization and pattern formation.

In a computer system, the same mechanism can find several applications, as those already men-
tioned of distributed calculation of statistics of large set of numbers and system monitoring.

3.2 Related work

Epidemic protocols are becoming more and more popular since the publication of the seminal
paper by Demers et al. [34]. A recently completed survey by Eugster et al. provides an excel-
lent introduction to the field [56]. Epidemic algorithms have been applied to solving several
practical problems like database replication [34], failure detection [152] and resource monitor-
ing [151]. A large body of theoretical work is also available due to the general importance of
understanding epidemics [5] and its close relation to random graph theory [18].

There are countless protocols for managing different kinds of topologies in an adaptive fashion.
Here we focus only on those that maintain a random (or unstructured) topology. The most well-
know examples are SCAMP [61], lpbcast [55], a method to build random expander graphs [100,
119].

3.3 Design space for gossip-based protocols

3.3.1 System model

The basic abstract component of the system is a node. We assume that we are given a set of
nodes, and each node is connected to a network. Furthermore, we assume that each node has
an address and that it is sufficient to know the address of a node to send a message to it. In other
words we require a routing service. We also assume that each node has access to a clock. The
clocks of the different nodes need not be synchronized. Obviously, processes with access to the
core Internet satisfy these conditions.

Each node possesses a partial view which is a limited-size set of node descriptors. The maximal
size of the view will be denoted by c. In the following we will simply say view instead of partial
view. A node descriptor is a record which contains the address of the node and any additional
information required by the specific implementation of the protocol. in our case the descriptor
contains the hop count of the descriptor as additional information. Hop count will be defined
later during the discussion of the protocol.

3.3.2 The protocol

The frame of the protocol is shown in Figure 9. The protocol is defined by an active and a
passive thread. The active thread periodically contacts a peer and performs an information ex-
change step according to the implementation of the methods SELECTPEER and SELECTVIEW, and
the setting of the two boolean parameters PUSH and PULL. We will describe these components
in detail, but first let us explain the MERGE operation.

42



Models for Basic Services (Final)

do forever
wait(T time units)
p = selectPeer()
if push then

// 0 is the initial hop count
myDescriptor← (myAddress, 0)
buffer←merge(view,{myDescriptor})
send buffer to p

if pull then
receive viewp from p
viewp← increaseHopCounts(viewp)
buffer←merge(viewp,view)
view← selectView(buffer)

(a) active thread

do forever
(p, viewp) = waitMessage()
viewp← increaseHopCounts(viewp)
if pull then

// 0 is the initial hop count
myDescriptor← (myAddress, 0)
buffer←merge(view,{myDescriptor})
send buffer to p

buffer←merge(viewp,view)
view← selectView(buffer)

(b) passive thread

Figure 9: The skeleton of a gossip-based protocol for maintaining unstructured overlay net-
works.

The view can be described as an ordered set data structure which maintains the following
invariable properties: (a) it contains at most one descriptor for each node (i.e. it is a set w.r.t. the
nodes) and (b) it is ordered according to the hop count stored in the descriptors in increasing
order. For example, in this sense we can meaningfully talk about the first or last k elements
of the view. Method INCREASEHOPCOUNT increases the hop count stored in each descriptor
in its parameter view set by one. Method MERGE returns a view which contains exactly one
descriptor for each node stored in any of the two views in its parameter list. Furthermore, if a
node has a descriptor in both views, it keeps the one with the minimal hop count.

Now let us turn to the implementation of the components that form the heart of the protocol.

3.3.3 Peer selection

Method SELECTPEER returns a node address stored in the current view. The implementation of
this method can be based on the additional information that is stored in the descriptors, in our
case, hop count.

The contract of this method includes the assumption that the peer address returned is alive.
This can be achieved if method SELECTPEER performs a ping probe to the address before return-
ing it.

It is evident that the possibilities of implementing this method are practically endless, espe-
cially if we extend the node descriptors with additional information. In this paper we will
consider three simple implementations, as described bellow.

Random The returned address is determined by uniform random sampling of the view.
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Head The returned address is the first accessible address stored in the view. Recall that in the
view the descriptors are ordered according to increasing hop count.

Tail The returned address is the last accessible address stored in the view.

3.3.4 View selection

Method SELECTVIEW selects a subset of maximal size c from the view passed to it as parameter.
As in the case of peer selection, from the huge space of possible implementations we select the
following three simple algorithms.

Random The returned view is determined by taking c random samples from the parameter
view without replacement.

Head The returned view is defined by the first c elements in the parameter view. Recall that in
the view the descriptors are ordered according to increasing hop count.

Tail The returned view is defined by the last c elements in the parameter view.

3.3.5 Symmetry of communication

The symmetry/assymmetry of the communication is defined by the boolean parameters PUSH

and PULL. Clearly, at least one of them must be set to true, otherwise nothing happens. In this
paper we will consider all the remaining three possible settings.

3.3.6 Our protocol design space

Taking the implementations described above into account, we can now define the protocol
design space. This space is defined by all possible combinations of the components according
to the Cartesian product

{rand,tail,head} × {rand,tail,head} × {push,pull,pushpull}

where the first set refers to the peer selection method, the second set to the view selection
method and the last set to the adopted symmetry model. According to this formulation, a 3-
tuple will uniquely define a protocol. For example, (rand,rand,push) is LPBCAST [55], (rand,
head, pushpull) is NEWSCAST [87].

44



Models for Basic Services (Final)

4 Minimum power connectivity in wireless networks

Among the most crucial issues related to mobile ad-hoc and sensor networks is that of oper-
ation in limited energy environments, since devices are usually equipped with battery with a
limited lifetime.

Since radio signals have non-linear attenuation properties, it is very energy-consuming to
transmit a signal far away. Another drawback of long-distance transmissions is that they tend
to produce noise over the network, and for this reason they should be avoided.

The previous issues can be seen as correlated, and they can be handled together by taking ad-
vantage of the so-called wireless multicast advantage property (see, for example, Wieselthier et al.
[158]). This property is based on the observation that in wireless networks, devices are usually
equipped with omnidirectional antennae, and for this reason multiple nodes can be reached
by a single transmission. In the simple example of Figure 10, where transmission powers p are
depicted, nodes j and k receive the signal originated from i and directed to m because j and k
are closer to i than m, i.e. they are within the transmission range of a communication from i to
m.

Figure 10: Minimum power connectivity problem. Communication model.

The property above can be used to minimize the total transmission power required to connect
all the nodes. This produces a network where the sum of devices’ lifetimes is maximized and,
as a side effect, short distance transmissions are preferred. In particular, a well-known cru-
cial topology problem, the minimum power connectivity problem (sometimes also referred to as
minimum power broadcast problem) arises.

For a given set of nodes of a wireless network, the minimum power connectivity problem is to
assign transmission powers to the nodes of the network in such a way that the network is
connected (eventually strongly connected) and the total power consumption is minimized. The
common assumption that no power expenditure is involved in reception/processing activities
will be adopted.
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4.1 Related work

Most of the work presented in recent years is focalized on the development of centralized tech-
niques, where the complete knowledge of pair-wise distances between the nodes is assumed.
Often the extra assumption that a communication link is established only if both nodes have
transmission range at least as big as the distance between them. This last assumption is some-
times justified by technical reasons (see Althaus et al. [4]), and then it can be adopted or not
depending on the hardware used and on the target application of the network. We will con-
sider mainly the bidirectional case, but our study will cover also the less constrained case where
bidirectional links are not required.

Some mixed integer programming formulations which can be adapted to the static, centralized
version of the problem, are presented in Das et al. [29], unfortunately without any experimental
result. A branch and cut algorithm based on another new integer programming formulation
is proposed in Althaus et al. [4]. In Montemanni and Gambardella [115] one more integer
programming formulation and some new valid reinforcing inequalities for this formulation
are presented.

Heuristic approaches to the problem can be derived from those proposed in Wieselthier et al.
[158], Marks II et al. [85] and Das et al. [28], where some constructing algorithms, an evolu-
tionary approach using genetic algorithms and an ant colony system approach are respectively
proposed. Some of these heuristic have been also tested in distributed environments, but rarely
dynamism has been taken into account.

4.2 Complex adaptive system framework and innovative aspects

It is natural to frame the minimum power connectivity problem in terms of complex adaptive
systems, since in the problem every device has to operate in behalf of the whole network, while
it is very likely that it does not even know the characteristics of the full network.

In practice, every device has to regulate its own power in order to minimize the total power
consumption over the network in such a way to maintain the network connected, and has to
do this while it only has a partial vision of the problem.

Techniques inspired by biology may than apply particularly well for the given problem.

We are going to develop new algorithms for the static, centralized problem and we are going
to evaluate them into a distributed, dynamic environment. This appears to be the direction of
the research currently going on in the field.

4.3 General approaches for centralized and distributed strategies

According to the research currently going on, we have started by implementing solutions for
the centralized problem without dynamism. In particular we have developed methods based
on new Integer Programming formulations for the problem. They are able to provide exact
solutions to the problem.

Unfortunately, as it was expected, these exact techniques seems to be quite expensive in terms
of computational complexity, so we plan to develop some biology-inspired/meta-heuristic
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methods (e.g. Simulated Annealing - see Kirkpatrick et al. [95], Ant Colony Systems - see
Dorigo et al. [43]) which should be able to improve the quality of the solutions provided by the
local search approaches currently available, while ensuring short computation times.

The quality of the solution provided by heuristic algorithms will be evaluated by comparing
them to those produced by the exact algorithms, and this should permit a precise performance
evaluation.

The next step of our research will be to move into a distributed environment, where the per-
formance of the centralized algorithms previously developed will be tested under different
situations. In particular we plan to run experiments where different levels of knowledge of the
whole network are considered, in order to individualize a trade-off between the quality of the
solutions and the overhead due to the exchange of network information among nodes. New
ad-hoc algorithms for the distributed environment may be developed at this point.

A farther step will be to take into account dynamism and to evaluate how the distributed al-
gorithms (considering here also those derived from centralized methods) react when different
levels of dynamism are considered. Changes/improvements to the algorithms may be intro-
duced at this point.

4.4 Integer programming formulation for the centralized problem

In this section we briefly summarize some preliminary results we have obtained on the (strongly
connected version of the) centralized problem. After a brief description of the problem, we
present a new integer programming formulation and some preliminary computational experi-
ments.

4.4.1 Problem description

In order to formalize the problem, a model for signal propagation has to be selected. We adopt
the model presented in Rappaport [124]. Signal power falls as 1

dκ , where d is the distance
from the transmitter to the receiver and κ is an environment-dependent coefficient, typically
between 2 and 4 (we will set κ = 4). Under this model, and adopting the usual convention (see,
for example, Althaus et al. [4]) that every node has the same transmission efficiency and the
same detection sensitivity threshold, the power requirement for supporting a link from node i
to node j, separated by a distance dij , is then given by

pij = (dij)κ (3)

Using the model described above, power requirements are symmetric, i.e. pij = pji.

MPB can be formally described as follows:
Given the set V of the nodes of the network, a range assignment is a function r : V → R+. A
bidirectional link between nodes i and j is said to be established under the range assignment r if
r(i) ≥ pij and r(j) ≥ pij . Let now B(r) denote the set of all bidirectional links established under
the range assignment r. MPB is the problem of finding a range assignment r minimizing∑

i∈V r(i), subject to the constraint that the graph (V,B(r)) is connected.
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As suggested in Althaus et al. [4], a graph theoretical description of MPB can be given as
follows:
Let G = (V,E, p) be an edge-weighted graph, where V is the set of vertices corresponding to
the set of nodes of the network and E is the set of edges containing all the possible (unsorted)
pairs {i, j}, with i, j ∈ V , i 6= j. A cost pij is associated with each edge {i, j}. It corresponds to
the power requirement defined by equation (3).

For a node i and a spanning tree T of G (see, for example, Kruskal [98]), let {i, iT } be the
maximum cost edge incident to i in T , i.e. {i, iT } ∈ T and piiT ≥ pij ∀{i, j} ∈ T . The power cost
of a spanning tree T is then c(T ) =

∑
i∈V piiT . Since any connected graph contains a spanning

tree, and a broadcast tree must be connected, MPB can be described as the problem of finding
the spanning tree T with minimum power cost c(T ). This observation is at the basis of the
integer programming formulation which will be presented in Section 4.4.2.

4.4.2 Mixed integer programming formulation

The mixed integer programming formulation described in this section can be seen as an evo-
lution of one of those proposed in [29]. It is based on the representation of the spanning tree
problem through a network flow model (see Magnanti and Wolsey [107]).

A weighted, directed, complete graph G′ = (V,A, p) is derived from G by defining A =
{(i, j)| i, j ∈ V }, i.e. for each edge in E there are the respective two arcs in A, and a dummy arc
(i, i) with pii = 0 is inserted for each i ∈ V . pij is defined by equation (3) when i 6= j.

In order to describe the formulation, we also need the following definition.

Definition 1. Given (i, j) ∈ A, we define the ancestor of (i, j) as

ai
j =

{
i if pij = mink∈V {pik}
arg maxk∈V {pik|pik < pij} otherwise

(4)

According to this definition, (i, ai
j) is the arc originated in node i with the highest cost such that

piai
j

< pij . In case an ancestor does not exist for arc (i, j), vertex i is returned, i.e. the dummy
arc (i, i) is addressed.

In the formulation IP , an arbitrary node s, the one from which to broadcast, is elected the
root of the spanning tree, and one unit of flow is sent from s to every other node. Variable zij

represents the flow on arc (i, j). Variable yij is 1 when node i has a transmission power which
allows it to reach node j; yij = 0 otherwise.

48



Models for Basic Services (Final)

(IP ) Min
∑

(i,j)∈A

cijyij (5)

s.t. yij ≤ yiai
j

∀(i, j) ∈ A, ai
j 6= i (6)

zij ≤ (|V | − 1)yij ∀(i, j) ∈ A (7)
zij ≤ (|V | − 1)yji ∀(i, j) ∈ A (8)∑
(s,j)∈A

zsj −
∑

(k,s)∈A

zks = |V | − 1 (9)

∑
(i,j)∈A

zij −
∑

(k,i)∈A

zki = −1 ∀i ∈ V \{s} (10)

zij ∈ R ∀(i, j) ∈ A (11)
yij ∈ {0, 1} ∀(i, j) ∈ A (12)

In formulation IP an incremental mechanism is established over y variables (i.e. transmission
powers). The costs associated with y variable in the objective function (5) are then given by the
following formula:

cij = pij − piai
j
∀(i, j) ∈ A (13)

cij is then equal to the power required to establish a transmission from nodes i to node j (pij)
minus the power required by nodes i to reach node ai

j (piai
j
). In Figure 11 the costs arising from

the example of Figure 10 are depicted.

Figure 11: Minimum power connectivity problem. Costs for the mathematical formulation IP .

Constraints (6) realize the incremental mechanism by forcing the variables associated with arc
(i, ai

j) to assume value 1 when the variable associated with arc (i, j) has value 1, i.e. the arcs
originated in the same node are activated in increasing order of p. Inequalities (7) and (8)
connect the flow variables z to y variables. Equations (9) and (10) define the flow problem,
while (11)s and (12)s are domain definition constraints. The interested reader can find a more
detailed description of the flow problem behind the formulation above in [107].
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Some new valid inequalities for formulation IP are being developed. These inequalities are
able to speed up the solving time for the formulation. In Section 4.4.3 some preliminary com-
putational experiments show that formulation IP reinforced with these new inequalities under
development is faster than a method recently appeared in the literature.

4.4.3 Preliminary computational results

The tests presented in this section are on problems randomly generated as described in [4]. For
each problem of size |V | generated, |V | points (nodes) have been chosen uniformly at random
from a grid of size 10000 × 10000.

Tests have been carried out on a SUNW Ultra-30 machine, and ILOG CPLEX 6.011 has been
used to solve integer programs.

In Table 1 we present the average computation times (over 50 runs) for different values of |V |.
We report the times (in seconds) required by the approach described in [4] and to solve the
integer program described in Section 4.4.2 reinforced with some new valid inequalities we are
developing.

Since we carried out our tests on a SUNW Ultra-30 machine, and we want to compare our
results with those reported in [4], which are obtained on an AMD Duron 600MHz PC, we
divided our computation times by a factor of 3.2, as suggested in Dongarra [41]. This makes
the computation times comparable.

Table 1: Minimum power connectivity problem. Exact methods comparison. Averages over 50
runs.

|V | Computation time (sec)
Althaus et al. [4] IP

10 0.67 0.06
15 5.68 0.23
20 22.20 2.68
25 58.90 10.36
30 201.00 69.19
35 712.00 389.47
40 4725.00 3089.40

Computation times reported in Table 1 indicate that the exact algorithm we suggest, i.e. solv-
ing the integer programming formulation IP reinforced with the inequalities we are develop-
ing, clearly outperforms the (more complex) method described in [4], especially for small and
medium size problems.

11http://www.cplex.com
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Part IV

Collective computations

5 Aggregation in overlay networks

5.1 Introduction

A useful functional building block for monitoring and control is aggregation as we already men-
tioned in Section 3. Aggregation is the collective name of several functions that provide a va-
riety of statistical information about a system [150]. These functions include finding extremal
values of some property, counting, computing averages and sums, etc. Aggregation can pro-
vide users or participants of a P2P network with important information like the number of
nodes connected to the network or the total amount of free space in a distributed storage. Fur-
thermore, aggregation can be used as a building block for more complex protocols. For exam-
ple, the knowledge of the average load in a distributed network can be exploited to implement
near-optimal load-balancing schemes [89].

Aggregation protocols can be divided in two categories: reactive and proactive. Reactive pro-
tocols respond to specific queries issued by nodes in the network. The answers are returned
directly to the sender of the query [73, 11]. Proactive protocols, on the other hand, continuously
provide the value of some aggregate to all nodes in the system, in an adaptive fashion. Adaptiv-
ity means that if the aggregate changes due to network dynamism or because of variations in
the values to be aggregated, the output of the aggregation protocol should follow this change
reasonably quickly. Proactive protocols are often useful when aggregation is used as a build-
ing block for completely decentralized protocols. For example, in the load-balancing scheme
cited above, the knowledge of the average load is used by each node to decide when it can stop
transferring load [89].

In this section we introduce a robust and adaptive protocol for calculating aggregates in a
proactive manner. The core of the protocol is a simple epidemic-style scheme [88] in which ag-
gregation is done in the style of an anti-entropy epidemic protocol, typically used for updating
distributed databases. Periodically, each node selects a random peer and communicates with
it to bring their states up-to-date [34]. The difference is that instead of resolving differences
between databases, the elementary step consists of some computation based on the values
maintained by the two communicating peers. Further results on our approach on aggregation
can be found in [116].

5.2 System model

We consider a P2P network consisting of a large collection of nodes that communicate through
the exchange of messages and are assigned unique identifiers. We assume that nodes are con-
nected through an existing routed network, such as the Internet, where every node can poten-
tially communicate with every other node. To actually communicate, each node has to know
the identifiers of a set of other nodes (its neighbors). This neighborhood relation over the nodes
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defines the topology of the overlay network. Given the large scale and the dynamicity of our
envisioned system, neighborhoods are normally limited to a rather small subsets of the entire
network.

5.3 The basic idea

do forever
wait(δ time units)
q ← GETNEIGHBOR()
send sp to q
sq ← receive(q)
sp ← UPDATE(sp, sq)

(a) active thread

do forever
sq ← receive(*)
send sp to sender(sq)
sp ← UPDATE(sp, sq)

(b) passive thread

Figure 12: Skeleton of the protocol executed by node p.

Each node in the network holds a numeric value. In a practical setting, this value can character-
ize any (dynamic) aspect of the node or its environment (e.g., load in a distributed computing
application, or temperature monitored by a sensor network). The task of a proactive proto-
col is to continously provide all nodes with an up-to-date estimate of the aggregate function,
computed over the set of values held by all nodes

Our basic aggregation protocol is based on the push-pull epidemic-style scheme illustrated in
Figure 12. Each node p executes two different threads. The active one periodically initiates an
information exchange with a peer node q selected randomly among its neighbors, by sending a
message containing the local state sp and waiting for a response from q containing its state sq.
The passive thread waits for messages sent by an initiator and replies with its local state. The
term push-pull refers to the fact that each information exchange is performed in a symmetric
manner: both peers send and receive their states.

The period of wall clock time between two consecutive information exchanges is called the cycle
length, and is denoted by δ. Even though the system is not synchronous, it is often convenient to
talk about cycles of the protocol. Cycles are consecutive wall clock intervals of length δ counted
from some convenient starting point.

Method UPDATE builds a new local state based on the previous local state and the state received
during the information exchange. The output of UPDATE depends on the specific function im-
plemented by the protocol. Here, we limit the discussion to AVERAGE. Additional functions are
described in Section 5.4.

To implement AVERAGE, each node stores a single numeric value representing the estimate
of the aggregation output. Each node initializes the estimate with its local value. Method
UPDATE(sp, sq), where sp and sq are the estimates exchanged by p and q, returns (sp + sq)/2. Af-
ter one exchange, the sum of the two local values does not change, since they have just balanced
their values. So, the operation does not change the global average either; it only decreases the
variance over all the estimates in the system.
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It is easy to see that the value at each node will converge to the true global average, as long as
the underlying overlay is connected. In our previous work [88], we presented analytical results
about the convergence speed of the averaging process. Let µi be the empirical mean and σ2

i be
the empirical variance in cycle i,

µi =
1
N

N∑
k=1

ai,k, σ2
i =

1
N − 1

N∑
k=1

(ai,k − µi)2 (14)

where ai,k is the value maintained at node k = 1, . . . N during cycle i and N is the number of
nodes in the system.

The convergence factor ρi, with i > 1, characterizes the speed of convergence and is defined as
follows:

ρi =
E(σ2

i )
E(σ2

i−1)
. (15)

If the overlay topology is not only connected, but also sufficiently random, it is possible to show
that ρi ≈ 1/(2

√
e) for i ≥ 1. From this result, it is clear that convergence speed is exponential

and so convergence can be achieved with very high precision in only a few cycles, irrespective
of the network size, which confirms extreme scalability.
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Figure 13: The behavior of the algorithm over a period of 30 cycles.

Figure 13 illustrates the behavior of the protocol. The AVERAGE protocol was run on a simulated
network composed of 105 nodes connected through a regular random overlay network, where
each node knows exactly 20 neighbors. Initially, a single node has the value 105, while the
others have zero (so that the global average is 1). We are interested in this peak distribution for
two reasons: first, it will be the basis of the COUNT protocol presented in Section 5.4; and second,
it is the most appropriate scenario for testing robustness, as the unique peak value constitutes
a single point of failure.

Results for the first 30 cycles are shown. The two curves represent the minimum and the maxi-
mum estimates of the average over all the nodes after the completion of each cycle. The curves
have been obtained by averaging 50 independent experiments, shown as separate points in the
figure.
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5.4 A practical protocol

Building on the simple idea presented in the previous section we provide a full-fledged solu-
tion for proactive aggregation in a practical setting. Furthermore, we show how our protocol
can be extended to compute other aggregate functions, including maximum/minimum, sum,
product, variance and network size estimation.

5.4.1 Automatic restarting

The generic protocol described so far is not adaptive, as the output of aggregation does not take
into account the dynamicity of the network and the variability of values. To provide up-to-date
estimates, the protocol must be periodically restarted: at each node, the protocol is terminated
and the current estimate is returned as aggregation output; then, the current values are used to
re-initialize the estimates and aggregation starts again with fresh values.

To implement termination, we adopt a very simple mechanism: each node executes the proto-
col for a predefined number of cycles γ, depending on the required accuracy of the output and
the convergence factor that can be obtained in the particular overlay topology adopted.

To implement restarting, we divide the execution of the protocol in consecutive epochs of length
∆ and start a new instance of the protocol in each epoch. Depending on the ratio between
∆ an γδ, it is possible that different epochs of the protocol are executed concurrently in the
network. Thus, messages exchanged for a particular epoch have to be tagged with unique
epoch identifiers.

5.4.2 Dynamic membership

When a node joins the network, it contacts a node that is already participating in the aggrega-
tion protocol. Here, we assume the existence of an out-of-band mechanism to discover such a
node, and the problem of filling the neighbor set of the new node is discussed in Section 5.4.4.

The existing node provides the new node with the next epoch identifier and information about
the time at which that epoch will start. Joining nodes are not allowed to participate in the
current epoch; this is necessary to make sure that each epoch converges to the correct average
present at the start of the epoch.

5.4.3 Synchronization

The protocol described so far is based on a strong assumption, i.e. the synchrony of cycles and
epochs, a condition that cannot be satisfied in a large-scale distributed system; due to message
delays and the potential drift between local clocks, nodes participating in an epoch cannot be
perfectly synchronized.

Given an epoch j, let Tj be the time interval between the first and the last nodes that started
participating in epoch j. In our protocol, in the absence of any additional mechanism, the
length of this interval would increase without bound. This is partly due to the drift rate of
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clocks, but mainly because nodes joining the network may accumulate timing errors due to the
delay of messages containing the next epoch identifier.

To avoid this, we modify our protocol in the following way. When a node receives an exchange
message tagged with an epoch identifier larger than its current epoch identifier, it starts to par-
ticipate in the new epoch and stops participating in its current epoch. In this way, based on
the exponential convergence speed of epidemic broadcast protocols and the bounded delay as-
sumption, it is possible to bound the time interval Tj for each epoch j. Note that the optimal
length of the epoch (∆) should be significantly larger that Tj . This condition holds if the av-
erage message delay is significantly shorter than ∆, since the most significant source of error
is the time which is necessary to inform joining nodes about the start of the next epoch, which
involves one message exchange.

5.4.4 Overlay topology for aggregation

In Section 3 we have already discussed a general set of protocols for topology management.
Those protocols were based on the same epidemic-style communication model that is applied
by our aggrageation protocol. Here we analyse the effect of topology on aggregation. As a dy-
namic topology management protocol, we will focus on NEWSCAST, that is, (rand,head,pushpull).
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Figure 14: Behavior of the AVERAGE protocol.

The theoretical results mentioned in Section 5.3 are based on the assumption that the underly-
ing overlay is “sufficiently random”. In a more exact formulation, this means that the neighbor
selected by a node when initiating communication has to be a uniform random sample of the
peers. However, our aggregation scheme can be applied to generic connected topologies. To
illustrate the deviation from the theoretically predicted behavior, Figure 14(a) illustrates the
performance of aggregation for different topologies, by showing the average convergence fac-
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tor over a period of 20 cycles, for network sizes ranging from 102 to 106. Figure 14(b) provides
additional details. Here, the network size is fixed at 105 nodes. Instead of showing the av-
erage convergence factor, the curves represent the actual variance reduction for the same set
of topologies. The reduction is normalized with respect to the initial variance. Even before
describing the topologies, we can conclude that performance is independent of network size
for all topologies, while it changes considerably through the different topologies. Furthermore,
the convergence factor is constant through the sequence of cycle, with the only exception of
topologies not sufficiently random.

All the topologies—except NEWSCAST—are static, that is, the neighbor set of each node is fixed.
While in the presence of joining and crashing nodes a static topology is unrealistic, we still
consider them (only in this section) due to their theoretical importance and the fact that our
protocol can in fact be applied in static networks as well, although they are not in the focus of
the present discussion.

Static topologies All topologies considered have a regular degree of 20 neighbors, with the
exception of the complete network (where each node knows every other node) and the Barabasi-
Albert scale-free network (where the degree distribution is a power-law). For the random net-
work the neighbor set of each node is filled with a random sample of the peers.

The remaining topologies are realistic small-world topologies that are often used to model dif-
ferent natural and artificial phenomena [8, 154]. The first class of these topologies (the Watts-
Strogatz model [155]) is built starting from a regular ring lattice. The ring lattice is defined by
connecting the nodes in a ring and subsequently connecting all the nodes to their nearest nodes
in the ring until the desired node degree is reached. In this ring, each edge is randomly rewired
with probabilityβ. Rewiring an edge connecting a node n to another node means to remove
that edge and to add a new edge connecting n to a node picked at random. When β = 0, the
ring lattice remains unchanged, while when β = 1, all edges are rewired, generating a random
graph.

Figure 15(a) focuses on the Watts-Strogatz model showing the convergence factor as a function
of β ranging from 0 (complete order) to 1 (complete disorder). We can observe, that although
we cannot see a sharp phase transition, the increased randomness results in a better conver-
gence factor.

Scale-free topologies form the other class of realistic small world topologies. In particular, the
WWW, the Internet and P2P networks like Gnutella [127] have been shown to have a power-
law degree distribution. We have tested our protocol over scale-free graphs generated using
the preferential attachment method of Barabasi and Albert [9]. The basic idea of preferential
attachment is that we build the graph by adding new nodes one-by-one, wiring the new node
to an existing node already in the network. This existing contact node is picked randomly with
a probability proportional to its degree (number of neighbors). The results are encouraging, as
the observed convergence factor are similar to those obtained in random graphs.

Dynamic topologies Looking at the results above, it is clear that the topology of the over-
lay must be as random as possible; furthermore, in dynamic systems it must be maintained
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Figure 15: Behavior of the AVERAGE protocol in Watts-Strogatz and NEWSCAST graphs.

continuously. The protocols discussed in Section 3 fulfill these requirements. From this set of
protocols, we adopt (rand,head,pushpull), that is, NEWSCAST [87].

Nodes belonging to the network continuously inject their descriptors in the network with hop
count zero, so old descriptors are gradually and automatically removed from the system and
get replaced by new information. This feature allows the protocol to “repair” the overlay topol-
ogy by forgetting information about crashed neighbors, which by definition are not longer ac-
tive and do not inject their descriptors.

The resulting topology has a very low diameter (each node is accessible from each other node
via very few links) [87]. Figure 15(b) show the performance of aggregation over a NEWSCAST

network of 105 nodes, with c varying between 2 and 50. According to our experimental results,
choosing c = 30 is already sufficient to obtain a fast convergence for aggregation. Furthermore,
the same value is sufficient for very stable and robust connectivity.

5.4.5 Cost analysis

The communication cost and time complexity of our algorithms both follow from the proper-
ties of the aggregation protocol and are inversely related. The cycle length, δ defines the time
complexity of convergence. Choosing a short δ will result in proportionally quicker conver-
gence but higher communication costs per unit time. It is possible to show that if the overlay
is sufficiently random, every ∆t time units, the number of exchanges for each node can be de-
scribed by the random value 1 + φ where φ has a Poisson distribution with parameter 1. This
means that on average, there are two exchanges per node (one initiated and one coming from
another node), with a very low variance.

Parameter δ must be selected appropriately, in order to guarantee that with very high prob-
ability, each node will be able to safely complete the expected number of exchanges before
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the next cycle starts. Failing to satisfy this requirement results in a violation of our theoretical
assumptions.

Similarly, parameter γ must be chosen appropriately, based on the desired accuracy of the
estimate and the convergence factor ρ characterizing the overlay network. After γ cycles, we
have

E(σ2
γ)

E(σ2
0)

= ργ (16)

where E(σ2
0) is the expected variance of the initial values. If ε is the desired accuracy of the final

estimate, then γ = logρ ε. Note that ρ is independent of N , so the time complexity of reaching a
given precision is O(1).

5.5 Example aggregation functions

MIN and MAX: To obtain the maximum or minimum value among those maintained by nodes,
method UPDATE(a, b) of the generic scheme of Figure 12 must return max(a, b) or min(a, b), re-
spectively. In this case, the global maximum or minimum value will be effectively broadcast
like an epidemic. Existing results about epidemic-style broadcasting [34] are applicable.

COUNT: We base this protocol on the observation that if the initial distribution is such that
exactly one node has a value 1 and all the others have 0, then the average is exactly 1/N and N
can be calculated directly.

However, achieving this property in distributed system where nodes appear and disappear
continuously may not be possible. An alternative approach consists in enabling multiple nodes
to start concurrent instances of the averaging protocol. Each concurrent instance is lead by a
different node. Messages and data related to an instance are tagged with a unique identifier
(e.g., the address of the leader). Each node maintains a map M associating a leader id with
an average estimate. When nodes ni and nj maintaining the maps Mi and Mj perform an
exchange, the new map M (to be installed at both nodes) is obtained by merging Mi and Mj in
the following way:

M = {(l, e/2) | e = Mi(l) ∈Mi ∧ l 6∈ D(Mj)} ∪
{(l, e/2) | e = Mj(l) ∈Mj ∧ l 6∈ D(Mi)} ∪
{(l, (ei + ej)/2 | ei = Mi(l) ∧ ej = Mj(l)},

where D(M) corresponds to the domain (key set) of map M and ei is the current estimate of
node ni.

In other words, if the average estimate for a certain leader is known to only one node, the other
node is considered as having an estimate of 0.

Maps are initialized in the following way: if node nl is a leader, the map is equal to {(l, 1)},
otherwise the map is empty. All nodes participate in the protocol described in the previous
section. In other words, even nodes with an empty map perform random exchanges. Other-
wise, an approach where only nodes with a non-empty set perform exchanges would be less
effective in the initial phase while few nodes have non-empty maps.
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Clearly, the number of concurrent protocols in execution must be bounded, to limit the commu-
nication cost involved. A simple mechanism that we adopt is the following. At the beginning of
each epoch, each node may become leader of a run of the aggregation protocol with probability
Plead. At each epoch, we set Plead = C/N̂ , where C is the desired number of concurrent runs
and N̂ is the estimate obtained in the previous epoch. If the systems size does not change dra-
matically within one epoch then this solution ensures that the number of concurrently running
protocols will be approximately Poisson distributed with the parameter C.

SUM: Two concurrent aggregation protocols are run, one to estimate the size of the network,
the other to estimate the average of the values to be summed. Size and average are multiplied
in order to obtain an estimate of the sum of the values.

GEOMETRICMEAN and PRODUCT: In order to compute the geometric mean and the product of
the values contained in the network, the same approach to compute the arithmetic mean and
the sum may be used. Instead of returning (a + b)/2, method UPDATE(a, b) returns

√
ab. After

one exchange, the product of the two local values does not change, but the variance over the
set of values is decreased; the values converge toward the geometric mean. As before, once the
geometric mean is known with sufficient precision, the result of a concurrent COUNT protocol
may be used to obtain the product.

VARIANCE: The average of the values a and the average of the squares of the values a2 can be
concurrently calculated using the averaging protocol. Then, the difference a2 − a2 gives the
estimation of the variance.

5.6 Related work

The field of distributed computation of aggregates is less established than epidemic protocols.
An overview of the problem can be found in [150].

A prominent approach is Astrolabe [151] which is a hierarchical architecture for aggregation in
large distributed systems. Our approach is substantially different in that it is extremely simple,
lightweight, and aimed at unstructured, highly dynamic environments. In the case of our pro-
tocol the overhead of installation and maintenance is virtually negligible. A related work is [73]
which is also based on a hierarchical approach. While building hierarchies indeed reduces the
cost of finding the aggregates, it introduces additional overhead having to maintain this hier-
archical topology in a dynamic distributed environment. Moreover, due to being hierarchical,
it also needs extra effort and protocols to broadcast the result continuously over the network if
all nodes need to know the result continuously.

Another recent work [11] discusses many approaches, based on spanning tree induction and
using other, more redundant topologies. While being the closest to our approach, a main dif-
ference is that the protocols described there are reactive: aggregation is initialized from a certain
point and the result is known by only that node. This makes it hard to adopt for solving our
present research problem, continuous network monitoring, similarly to the other approaches
mentioned above.
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Part V

Monitoring functions

6 Monitoring in overlay networks

So far we have introduced dynamic unstructured topologies in Section 3 and simple algorithms
for calculating the average and finding the maximum in Section 5. Now we will demonstrate
the applicability of these protocols for monitoring network size, measuring the total amount of
resources, or distributing alarm signals. An extended discussion of these ideas can be found
in [87]. A part of the credit for the content of this section goes also to Wojtek Kowalczyk and
Maarten van Steen who do not work for the BISON project.

6.1 Related work

Network and systems monitoring has since long been part of management architectures that
tend to be large, complex, and difficult to scale across wide-area systems (see, for example,
[77]). Recently, new insights have led to completely decentralized monitoring solutions, often
involving mobile agents [104]. Also the research into scalable event-notification systems that
deploy peer-to-peer technology is highly relevant to our work.

Siena is arguably one of the first large-scale event-notification systems, which effectively ap-
plies a combination of multicasting and content-based routing to efficiently notify events to
interested parties [23]. However, approaches such as followed in Siena require that a network
of servers is first installed before application-level multicasting can be deployed.

In this respect, more interesting is Scribe [24]. Scribe is an application-level multicasting system
that is built on top of Pastry, a structured peer-to-peer network [129]. Scribe allows the forma-
tion of topic-based publish/subscribe groups in a fully dynamic and decentralized fashion.

A step further in this direction is taken in PeerCQ [62]. It is a general-purpose information
monitoring system in which a client can formulate continual queries, that is, queries related to
possibly continuous changes of data over time. The key idea behind PeerCQ is to let an arbi-
trary peer monitor the data and machines involved in a single query. Because each query has a
unique identifier, this scheme fits nicely with the identifier-based routing protocols inherent to
structured peer-to-peer systems. A drawback of this approach is that there may be many peers
monitoring the same data or machines, in turn introducing a potential scalability bottleneck.

Scalable liveness detection has very recently been proposed in [17]. The essence of the proposed
protocol is to offload the number of probes for a single device to its probing processes. The
latter are dynamically organized into an overlay network by letting the device, on each probe,
return the addresses of the last N processes that probed it as well. This approach will permit
a probing process to reduce its probing frequency, because it will be informed by one its peers
whenever the status of the monitored device changes.
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6.2 Determining the size of a network

In Section 5.5 we briefly mentioned the possibility of finding the number of nodes in a network
by calculating the average of a peak distribution x = (1, 0, . . . , 0), that is, the distribution where
one node holds the value 1 and all the others hold 0, and using 1/x as an estimate of the network
size N . Now we will take a closer look at this method.

The averaging algorithm we discussed in Section 5 has two nice properties: (1) the average of
all node values does not change with the number of cycles, and (2) the variance is dropping
at rate ρk, where k denotes the number of cycles, and ρ is slightly smaller than 0.4 (see Fig-
ure 14(a)). In other words, when the averaging algorithm is applied to the peak distribution,
node values converge exponentially fast to 1/N . To get an idea about the actual performance of
this approach we have run a number of experiments using the idealized averaging algorithm.
We have focused on two aspects: accuracy and speed.

First, we looked at how the number of cycles affects the number of nodes that know the exact
size of the network. The averaging algorithm was applied to networks of size varying between
210 and 220 nodes. After every cycle all nodes whose values (after rounding) were equal to the
size of the network were counted. Each experiment was repeated 100 times and results were
averaged. They are shown in Figure 16(a). We can see that for networks with size ranging from
210 to 220 nodes there are about 25-45 cycles needed for full convergence to the exact value
N . (More precisely, as we represent real numbers by standard 64-bit floats, the “exact value”
means here the result of rounding to the closest integer.)
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Figure 16: Network size estimation
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Although it is quite impressive that one can find the exact number of nodes with help of a
simple averaging algorithm, in practice much smaller accuracy is sufficient (e.g., 1%). To get a
better insight into the relation between this limited accuracy and the number of required cycles
we run simulations until all the nodes knew the approximate network size. Again, for each
setting 100 runs were performed. The results are summarized in Figure 16(b). We can see that
the average number of required iterations dropped from 25-45 to 20-32.

Notice that due to its fast convergence rate, the averaging algorithm can be regularly restarted
on a fresh peak distribution (e.g., every 100 cycles). In this way all the nodes are constantly
aware of the network size.

6.3 Monitoring total amount of resources

A simple equation:
∑

x = Nx now has an important implication: once we know how to find
N and the average x, we immediately know how to find the sum of x’s. And in the light of
results presented in the previous sections we already know that both ingredients (i.e. N and x)
can be found in a small number of cycles and with an arbitrary accuracy. Therefore, we have an
efficient algorithm that can be used for finding the sum of all values that are stored by nodes.

In the context of network monitoring it means that one can constantly measure the total load of
all the nodes, the total capacity of their disk drives, the total number of files or amount of data
stored, etc.

6.4 Monitoring migration of agents

Yet another application of aggregation algorithms for network maintenance is measuring the
number of agents that joined the network within the last epoch. By an epoch we mean here a
fixed number of cycles (e.g., 1000). Counting agents that joined the network is simple: every
agent has to keep one bit of information: 1, if it joined the network within the current epoch; 0,
otherwise. At the end of every epoch the sum of these bits is found, and 1’s are set to 0’s.

Combining this information with the network size one can calculate the number of agents that
left the network during the epoch. This way the fluctuation of the network can be monitored.

An additional mechanism could be built-in into every agent: whenever the number of failures
that are observed by a single agent exceeds a certain threshold, this agent may rise an alarm.

6.5 Alarm processing

As a next example, consider the problem of efficiently broadcasting an alarm signal. As we
mentioned, broadcasting is just a special case of computing and disseminating the maximum
value across the network. In particular, we let a0 = (a, 0, . . . 0) where a ≥ 0 denotes the alarm
value generated by node 1.

To ge beyond simple broadcasting, in this example we extend the topology manager protocol
as follows. The descriptors that are stored in the partial views of nodes will contain not only
the address and hop count, but also information if the given node have seen the alarm sig-
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nal at the time of creation of the descriptor. In other words, the node descriptors contain the
approximation of the aggregate of the node.

It has been shown already that broadcasting can be done super-exponentially fast [34]. How-
ever, this dissemination speed comes at a price: there are many nodes that receive the alarm
value more than once. We can improve this situation by taking the hop count of a descriptor
into account.

Instead of randomly selecting a neighbor from the partial view provided by the topology man-
ager protocol, a node adopts the following selection policy. If a node has already seen the alarm
signal, it will give preference to a peer whose descriptor (1) has value 0, and (2) is young. The
reasoning is that most likely this peer has not yet seen the alarm signal, whereas other peers
with a zero-valued, but old descriptor are more likely to have already been contacted.

For the same reason, if a node is yet unaware of an alarm, it will give preference to a peer whose
descriptor is old (has a large hop count). Note that the partial view of nodes who are unaware
of an alarm contains only zero-valued descriptors.
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Figure 17: Performance of alarm signal propagation.

The effect of this selective push-pull policy can be observed in Figure 17(a). The z-axis shows the
average number of delivered alarm signals per node. The x-axis shows the pull threshold, which
is relevant only for a node that is unaware of the alarm. The pull threshold is the minimal hop
count that a descriptor should have before its associated peer will be contacted. Note that the
pull threshold does not affect the average number of delivered alarm signals: no node will ever
see the value more than once. Likewise, the y-axis shows the push threshold, which is relevant
only for nodes that already have seen the alarm. The push threshold is the maximum age a
news item can have in order to for its associated peer to be contacted. From this figure, it can
be seen that the push threshold is indeed the only factor for determining the average number
of delivered alarm signals per node.

Lowering the number of deliveries comes at a price: the number of cycles needed to dissemi-
nate the alarm to all nodes increases. Again, it is the push threshold that is the dominant factor,
as shown in Figure 17(b). In this case, the z-axis shows the number of cycles needed to deliver
the alarm to all nodes. The x-axis shows the push threshold; the y-axis the pull threshold.
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7 Use of ant-based methods for performance monitoring in dynamic
networks

Precise and up-to date measurements are essential in order to do long-term network planning
and management, and short-term traffic control and engineering. In today networks, measure-
ments are typically initiated and controlled from a central position/role in the network. For
instance, observation and collection of statistics are done in a distributed way, data aggrega-
tion is also done locally. However, the resulting data are sent to a central management entity
(center) that extracts the global information about the network state and manually activates the
proper countermeasures. In order to do the management as correct and efficiently as possible,
the statistics must be as precise and up-to date as possible. To avoid excessive amounts of data,
the aggregation must be effective, without throwing away any valuable information.

The purpose of measurements consists in monitoring the behavior and the quality of delivered
services. In this section we investigate weather a CAS that is designed to provide a specific
basic network service can also provide additional metrics and measured that can be used in
turn to realize the online and adaptive monitoring of the service. The specific case considered
in this section is the routing function under the assumption of using algorithms inspired by
foraging ant behaviors, that is, the so-called, ant-based routing algorithms (see also Section 1
and Appendix A.2).

The considered ant-based routing models use observations of network conditions directly in
their objective function (cost value), and indirectly in their use of pheromones. If the ant-based
method is used for adaptively controlling the routing, observing the model indices are of less
importance. However, if the network operator is reluctant to let ant agents control their net-
work configuration, the indices of ant-based routing model can be used to obtain information
about the network condition as important input to traffic engineering in combination with
other measurement data.

The scope of this study is initially fixed packet switched network like an IP-network. The net-
work will experience changes in topology caused by link and node failures, mis-configurations,
and redesign. The data traffic served by this network is very bursty and will influence the rout-
ing function when the routing metric is delay and bandwidth sensitive. The reason for starting
with a less dynamic network than ad-hoc network is that the ant-based routing algorithm is
added just to provide more accurate information network state to the network operator. No
central network operator of an ant-net is foreseen. However, if the ant-based routing algorithm
contains information that could improve the global behavior of the network, this should result
in rules and algorithms that are instantiated on the nodes even in an ad-hoc network. This
means for instance that if a reactive-proactive routing approach is taken, like those described
in Section 1, the indices of the routing algorithm are observed, and changes in these indices
could trigger an alarm and activate some local rule, or spread this alarm in the neighborhood
by diffusion or using an approach like the one described in Section 6.

This section starts with a high level overview of monitoring approaches used today. This is
followed by a section that takes a closer look at different observables, the CAS indices, ob-
servable in ant-based routing algorithms. The transient behavior of the ant-based routing
models was studied in highly dynamic networks with frequent changes in both topology and
traffic conditions. Two ant-based approaches, AntNet [37, 38] and Cross-Entropy assisted Ants
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(CEAnts) [79, 159, 160], were chosen because they have both previously reported good results.
The preliminary results are promising with respect to their abilities to adapt to network changes
and to provide “network health indices”. The specific focus is on identifying observables that
might be applicable for monitoring the network condition with respect to the routing function.

7.1 Performance monitoring

In general, monitoring is supervision of: resource usage, utilization and availability. Examples
of resources in the BISON context are information content (documents, video, music, etc.),
processing power, link capacities, routers and terminals, battery power. Monitoring is a general
term also applied in many other fields, e.g., a general definition can be found in the field of
environmental protection [157], where monitoring is defined as the periodic oversight of a process,
or the implementation of an activity, which seeks to establish the extent to which input deliveries, work
schedules, other required actions and targeted outputs are proceeding according to plan, so that timely
action can be taken to correct the deficiencies detected. The equivalent of processes in BISON context
are aspects like: traffic profiles, service usage, server, scheduling, load sharing. The timely
actions corresponds to network management, and deficiencies are traffic overload, route flaps,
link/router/server down, etc.

More specifically, network and service monitoring is the oversight or supervision of the re-
sources relevant for BISON. The performance monitoring function is relevant and important
both from a user and provider perspective. The user (consumer) is interested in monitoring the
quality of the delivered service, while the provider is concerned with maximizing the resource
utilization when delivering service within the given quality guarantees. The service quality
constraints are part of a Service Level Agreement (SLA) between consumer and provider. In the
SLA, the monitoring function should also be described in order for the consumer and provider
to have common understanding of what the service quality is and how this should be verified
through measurements.

Monitoring objectives in BISON is considered to be:

• Service dependability (availability and reliability) in ad-hoc and overlay networks

• Performance and utilization of network elements and service platforms

BISON considers monitoring in both user and provider perspective. It is important to emphasis
that performance monitoring is NOT network monitoring in the sense of surveillance of the
content of communications and network usage of individuals.

Monitoring in packet-switched networks

There are mainly two approaches for performance monitoring of networks and service plat-
forms: Active monitoring where test packets are submitted and their response (status, delay,
route, etc.) are observed, and Passive monitoring where server logs and packet counters are
sampled, or packets are (partially) captured.12

12 A lot of work is being done in the field of monitoring. For the BISON project the particular interest is the
monitoring and measurement techniques for IP based (i.e. packet) network, see for example [19] for state-of-art
and [69] for an excellent tutorial on IP monitoring.
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1. Active monitoring: Active means sending test traffic/packets and observing the perfor-
mance of this traffic/packets. In IP networks active techniques are in widespread use
both on application, transport and network layers. Examples are use of built-in functions
on end-user equipment (ICMP ping [123]) trace-route [148]) and dedicated routers (RIPE
NCC [126]) or route functions (Service Assurance Agents [26] of the Cisco IOS).

2. Passive monitoring: Passive means observing user traffic by counters or traffic/packet
capturing. Sampling of interface counters on routers (e.g. by SNMP), reading server
logs, packet capturing by sniffers are examples of passive techniques. Major challenges
include reducing and accumulating data without throwing away valuable information
input to traffic engineering, accounting, security surveillance, etc. A huge number of
both commercial and free products are available.

There has also been done work on combined active and passive techniques, e.g. ATM Forum
has defined OAM cells to be sent periodically (actively) dependent on the traffic load (observed
passively). A similar approach is proposed by Lindh [103] for IP networks but not yet adopted
by the IETF.

Performance monitoring and measurement techniques are part of the work in the standardiza-
tion bodies. Both Internet Engineering Task Force, IETF (www.ietf.org) and ITU-T (www.itu.org)
address these issues. See Appendix B for more details on this.

Monitoring network health by looking at CAS indices

The reason for looking at CASs for monitoring is that they will (potentially) provide essential
global information stored locally, and make it easier for operational personnel to accept “letting
CAS into the network”. It is expected that it is easier to accept CASs for monitoring than for
taking over the control.

In this section ant-based routing algorithms in dynamic networks are considered as an example
of a function to be solved by a CAS. The ant routing table with its pheromones can be considered
as snapshot or sample of the current network state. This network state reflects both traffic
load and traffic matrix, network capacities, and availability of the network elements. This
means that the network operator will receive importance information for traffic engineering by
monitoring the indices of the CAS that proposes the routing.

Using this approach for monitoring might be considered as a combination of active and passive
techniques where the ants are active test packets exploring the network and looking for the
best routes (best in accordance to some quality attributes like the number of hops, total delay,
available bandwidth, etc.) and where the ant routing tables and pheromones are passively
sampled by some control center.

In Figure 18 an illustration of how CAS designed for routing might serve as input to monitoring
function. The pheromones in the ant routing table is updated, The control center is polling the
routing tables and pheromone values and receives an alarm then a rapid increase in the grade
of converge is observed. Furthermore, the control center sends out ants to search for routes
and the “convergence index” is observed in the returning ants. This index indicates the grade
of convergence, i.e. the strengths of the signal or goodness of the path.
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Figure 18: CAS for monitoring

7.2 Ant-based routing

Before ant-based routing models [134, 37, 79], can be applied for control of routing in real net-
works, it is important to understand more about their behavior. For the BISON project this
mean to understand their transient behavior in highly dynamic networks, i.e. networks with
frequent changes in both topology and traffic conditions. The knowledge about the transient
behavior includes knowledge about the model’s ability to solve the optimization task, i.e. find
the best route, measured as the goodness of the solution and the rate and grade of convergence.
It is also important to know that the routing is stable under transient (noisy) network condi-
tions, but at the same time that new routes are found when the changes are of more permanent
nature (permanent according to the time granularity condition valid for a specific network
dynamics). Should ant-based routing methods substitute traditional routing approaches like
OSPF, ISIS, BGP, it is essential to trust that the routing is (close to) optimal, is stable, and robust
to changes in conditions.

As also discussed in Section 1 and in Appendix A.2, the concept of using multiple agents with
a behavior inspired by foraging ants to solve problems in telecommunication networks was
introduced by Schoonderwoerd & al. in the domain of circuit-switched networks [134] and by
Di Caro and Dorigo’s AntNet [37] in the domain of IP networks. Both these algorithms are
implementations of Ant Colony Optimization (ACO) algorithms [46, 44]. While Helvik and
Wittner [79, 159, 160] introduced CEAnts, an approach using ant-agents for finding primary
and backup paths and which has been designed on the cross-entropy method [130].
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In this section the focus is on routing (only primary paths) in datagram networks. Two previ-
ously proposed ant-based routing approaches, AntNet and CEAnts are studied in more detail.
They both make use of a set of concurrent distributed agents to solve the routing problem
where the agents build routing tables from information obtain while exploring the network. In
this section the AntNet and CEAnts are used for routing in highly dynamic networks.

The algorithm

The routing problem is to find the best path from node s to d in a network, represented by
G(t), a unidirectional connected graph at time t. The V (G(t)) = {vi} are nodes (vertexes) in
G(t), where vi is node i. The E(G(t)) = {eij} are the links (edges) in G(t), where eij is the link
between node i and j, vi − vj . Ne is the number of links in each node. The c(e) is the cost of
link e, and L(π) =

∑
∀e∈π c(e) is the total cost of path π. More specifically, the path π

(d)
t,s is the

path (trajectory) found from source node s to destination node d after iteration t.

The routing problem from source s to destination d is either

• hop-by-hop routing - the routing information in the intermediate nodes from s to d is des-
tination specific and contains information about the best route from the current interme-
diate router to the destination

• virtual connection - the routing information in the intermediate nodes is source and des-
tination specific and contains the information about the best route all the way from s to
d.

In the following, the virtual connection routing problem is used as an example. However, the
same principle applies for the hop-by-hop routing as well. The cost of the different paths from s
to d changes over time due to topology changes (node and links move, appear, and disappear)
and changes in traffic pattern.

The ant-based routing system is an adaptive algorithm with a random mechanism, i.e. an
auxiliary stochastic process like a Markov chain. The random process gradually change the
routing probabilities.

The algorithm consists basically of two main steps:

1. Generate random paths π
(d)
t,s from source to destination on the graph G(t) using the ran-

dom process pt and calculating the object function L(π) (the cost values).

2. Update pt on the basis of the data collected along π
(d)
t,s .13

f : pt ← pt−dt (17)

where dt is the increment, and f the change of measure. This is different for the two
approaches

• AntNet - the f is based on reinforcement learning [142] where the learning factor r
includes information of the last, and historical, cost values.

13 To simplify notation the ant species index is neglected in the following.
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• CEAnts - the f is the change of measure governed by the optimal Cross Entropy
method [131]. The CEAnts uses a distributed version of the Cross Entropy method
where the f is approximately optimal.

More specifically, this means that for each iteration t the agents do:

• Forward search - at each node i along the path from the source node, s, to the destination
node d choose the next edge eij at random according to the routing probabilities in node
i, p

(d)
t,ij ,∀j ∈ vi,

• Path evaluation - determine the cost value, L(πt) of the path of iteration t, πt

• Backward updates - return to source node s and update the routing probabilities in each
node along the path λt found in the step 1.

The AntNet and CEAnts basically follows the same steps. However, a few differences exist.14

Forward search

The forward search uses the following routing probability at time t in node d

p
(d)
t,ij = (T (d)

t,ij + x
(d)
t,ij)/

∑
∀k

(T (d)
t,ik + x

(d)
t,ik)

where T
(d)
t,ij and x

(d)
t,ij are the pheromone value and local traffic statistics, respectively, at time t

over interface j in node i for destination d.

AntNet uses local traffic statistics at edge eij in node i to adjust the routing probabilities of node
i, vi by the x

(d)
t,ij . The traffic statistics are the queue lengths. This introduces a short feedback

loop that will decrease the probability of selecting the path with the best pheromone value
when this path is highly loaded, i.e. the queue is non-zero. The CEAnts use x

(d)
t,ij = 0 for all

t, i, j, d. This implies a longer feedback loop and potentially a less ”nervous” system.

Path evaluation

At the destination node the cost value L(πt) of t’th path found, πt, is calculated. Based on this
cost value, a performance function ht is obtained that includes the cost value and some cost
value history. AntNet and CEAnts use different strategies for this:

AntNet - remembers the historical cost values through an estimate of the average, µ, standard
deviation, σ, and best value Wbest over an observation windowW . The size ofW is given

14 The description of the ant-based routing includes specific details of the AntNet based on [37], and the CEAnts
algorithm based on [79, 159, 160].
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by the memory factor η, where |W| = 5(c/η). The best value inW requires that the entire
W must be stored. The performance function is (see detail in [37]):

ht = c1
Wbest

L(πt)
+ c2

Isup − Iinf

(Isup − Iinf )− (L(πt)− Iinf )
(18)

where

• Wbest - best cost value in moving exponential windowW
• Isup = µ + z(σ/

√
|W|)

• z = 1√
1−γ

• µt = µt−dt + η(L(πt)− µt−dt)
• σ2

t = σ2
t−dt + η(L(πt)− µt−dt)2 − σ2

t−dt)
• Iinf = Wbest

• c1 = 0.3
• c2 = 1− c1 = 0.7

CEAnts - remember the historical cost values through an autoregressive formulation with a
memory parameter β. This formulation enables a compact representation of previous cost
values and they are weighted decreasingly as time goes by. The performance function is
(see details in [79]):

ht = βht−dt + (1− β)e−L(πt)/γt (19)

The γt is the scaling parameter that is the result of the optimization of the change of
measure f in the routing probability matrix. In order to avoid storage of all (or a part) of
previous cost values, the γi is calculated through a first order Taylor expansion:

γt =
Be

L(πt)
γt−dt + L(πt)

1 + L(πt)
γt−dt

+ e
L(πt)
γt−dt (A− ρ1−βM+1

1−β )

A ← βA + (1 +
L(πt)

γt
)e−

L(πt)
γt

B ← βB + L(πt)e
−L(πt)

γt

γt ← γt−dt

M ← M + 1

The node only needs to store γ, A,B, and M instead of the complete observation window.

After iteration t, the agents are carrying information about the path found, πt. In addition,
information about the observed cost value and historical values:

AntNet - the rt factor calculated from rt = s(ht)/s(1) where s(x) = 1/(1 + ea/(xNk)), where
Nk ≤ Ne is the number of links in node k. An upper limit of rt, e.g. rmax = 0.85, is
recommended to avoid too strong convergence to one path.

CEAnts - the temperature γt and cost L(πt)
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Backward updates

The backward agents updates the pheromones Tj (the destination d, the iteration/time t and
node i indices are suppressed) and the corresponding pj = Tj/

∑
∀k Tk. AntNet and CEAnts

use different strategies for updating the pheromones:

AntNet - the pheromone is given as

Tj = I({j} ∈ πt)rt + (Tj − rtTj) (20)

This means that each node must store a set of Tj , one for each destination d and for each
outgoing link j

CEAnts - the pheromone is given as

Tj = I({j} ∈ πt)e
−L(πt)

γt + Aj +

 −Bj

γt
+ Cj

γ2
t

1
γt

<
Bj

2Cj

−B2
j

4Cj
otherwise

(21)

where

Aj ← βAj + I({j} ∈ πt)e
−L(πt)

γt (1 +
L(πt)

γt
(1 +

L(πt)
2γt

))

Bj ← βBj + I({j} ∈ πt)e
−L(πt)

γt (L(πt) +
L(πt)2

2
)

Cj ← βCj + I({j} ∈ πt)e
−L(πt)

γt
L(πt)2

2

This means that each node must store a set of Aj , Bj , Cj , one for each destination d and
for each outgoing link j

The objective function

The objective function considered in this study is the end-to-end delay of the path π
(d)
s from

source node s to destination d.

L(π) =
∑
∀e∈π

c(e) (22)

where c(e) is the cost of link e. In this section c(e) is the delay experienced by the agent traveling
over this link, including queuing and processing at the originating end.
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7.3 The simulation model

To study the two algorithms, AntNet and CEAnts, a simulation model of a dynamic network
with topology changes and changes in traffic patterns is developed. The focus is on Ad-hoc
network with datagram transport (i.e. IP networks) with irregular and dynamic topology. The
model also applies to studies of in overlaid networks.

The network model is developed for studies of transient effects of ant-based routing in highly
dynamic networks. In order to focus on how the routing adapts to the network dynamics it
is important to balance the level of details. Too many details might confuse effects of physical
constraints and data traffic protocol behavior and constraints with effect of ant-based routing
behavior. On the other hand the model has to include sufficient level of details to capture and
describe the main contributions to the network dynamics.

The details of the simulation model are reported in this section. The model includes a reference
system where users and terminals can operate, move, appear and disappear. The reference
system is a cell structure. A terminal can forward agents that updates the routing information
on backtracking after the target destination is reached. Both source, destination and forwarding
terminals are denoted nodes. This cells and nodes include features that enable changes in the
network topology and in the data traffic patterns.

The underlying cell structure

To enable the modeling of user and terminal mobility, i.e. node mobility, it is necessary to define
a reference (coordinate) system. Here a cell structure ~χ = {χ1, · · · } is defined where each cell
χi contains

• position - relative to other cells, (x, y)

• edges (interfaces) to neighbor cells, χi.

• physical constraints to neighbor cells

• (current) number of visiting nodes (0 or more)

The model does not have hierarchical cell structure. The number of edges per cell is (in current
implementation) a global variable, Ne and will be the same for all nodes. However, it is still
possible to model a system with different number of edges by letting Ne be the maximum
number of edges and reduce the number for cells with less than Ne by introducing physical
constraints.

The nodes

The nodes model the user terminals (e.g. in ad-hoc networks) or peering points in an overlaid
network (e.g. peer-to-peer). Each node binds to one cell at the time. A node has the following
features:
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Figure 19: Cell structure with (a) 4 edges, (b) 6 edges

• forwarding15 search ants according to the routing probabilities - either uniform if explo-
ration ant or by normalized pheromone values if not.

• forwarding backtracking ants who updates the pheromone values

• if node is the destination of an ant, update score value and CAS indices.

• if node is the destination of an backtracking ant (the source of the ant), send the ant to
receiving process of ant nest, (defined in the following page).

Each node stores a lot of information to support both ant-based routing in general, and AntNet
and CEAnts, specifically. Node i contains:

• pheromone values, T
(d)
ij over interface j in node i for destination d (these are local CAS

indices for AntNet and CEAnts)

• routing probabilities, which is the normalized pheromone values, p
(d)
ij = µ

(d)
ij /

∑Ne
l=1 µ

(d)
il

• intermediate values for CEAnts (A,B andC)

• in destination node:

– AntNet: score value statistics and history window

– CEAnts: accumulated score value statistics

There is no hierarchical node structure, i.e. all nodes forward agents, store pheromone values,
and can be both source and destination nodes. They may have dynamic behavior.

15The packets are forwarded to a cell and not a node because a node may move and disappear
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The ants agents

The forward ant behavior is to search for a destination node and to return back to the nest along
the reversed route updating the pheromone values.

The ants that are forwarded by the nodes are data packets carrying information necessary for
the AntNet and CEAnts algorithms. The data packets may also model ordinary data traffic.
The ant’s logic is inside the nodes and not in the packets and hence these are not “agents”. The
following information is included in the packets:

• originating node for search (source address)

• terminating node for search (destination address)

• accumulated travel time to estimate end-to-end delay when destination address is reached
or to discard packet if TTL is expired.

• accumulated route probability

• CAS indices for AntNet (r-factor) and CEAnts (temperature γ)

The ant nest

The ant nest is the node where the search for a destination is originated. This node have

ant generators - responsible for emitting ants that are searching for a destination node.

ant receivers - that receive and update statistic (e.g. score value and r-factor or γ-temperature)
of the route found by the ant.

Structural dynamics

The networks structure or topology may change while the ants are searching for routes from
source to destination. The cell structure is fixed but the physical constraints may change to
model environmental changes. In addition to this, new nodes may appear, existing nodes
may disappear or move to another cell, and old node may reappear. The scenario used as an
example in this paper is illustrated in Figure 21, 22, and 23, and described in Section 7.4. This
shows one example of topological changes that can be modeled.

Traffic load

In addition to structural dynamics, changes in the traffic load will have a significant influence
on the performance of the ant-based routing algorithm. The most realistic approach is to gen-
erate data traffic by sending data packets similar to the ants. However this will impose a heavy
burden on the simulator and will reduce the performance dramatically.

Since it is only necessary to model the influence of data traffic on the convergence and perfor-
mance of the routing algorithm and not details in the data traffic itself it is possible to take an
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alternative approach. This idea is to model each node as an M/M/Ne-system, and then ran-
domly split this into M/M/1-system for each of the Ne interfaces. In Figure 20 this is illustrated.
Traffic is offered to node i according to a Poisson process with intensity λi. These data packets
are routed to one of the Ne outgoing interfaces according to the routing probabilities p

(d)
ij where

they receive a negative exponentially distributed service time with intensity µij = 1/cij where
cij is the link rate of interface j of node i.

Then, instead of modeling each data packet arrival epoch, only the ant arrival epochs are
studied as an embedded Markov process. It is known from Burke’s theorem [76] that in an
M/M/Ne-system the departure process is Poisson. This means that the ant packets arrive each
node along the route according to a Poisson process. Furthermore, it is known that the ar-
rival, departure and a random observation process sees the same distribution of the number of
customers in the system [97] and hence also the same waiting time distribution.

Figure 20: The traffic load at interface j in node i is modeled as a M/M/1-system

Under these assumptions the time through node i for an ant is the service time plus the random
queuing delay sampled from the waiting time distribution for an M/M/1-system [97]. The
delay distribution for interface j in node i is:

fij(t) = (µij − λipij)e−(µij−λipij)t (23)

where µij = 1/cij is the service intensity of interface i, λi is the arrival intensity to node i, and
pij is the routing probability.
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This means that when an ant arrive a node, it is routed according to the routing probabilities to
interface i, and then a random delay Dij is sampled from the distribution given in Eq.23.

Dij = − log U/(µij − λipij) (24)

where U ∈ Unif(0, 1) is a uniformly distributed random variate between 0 and 1.

The model’s limiting assumptions are that the traffic load in each node is independent the other
nodes and that the data traffic arrives according to a Poisson process.

7.4 Dynamic network scenarios

This section describes the scenarios used in the study of the transient behavior of AntNet and
CEAnts with respect to their robustness and ability to provide monitoring indices.

Objective

The objective of this study is to observe the transient behavior of AntNet and CEAnts in a net-
work with both high node/terminal mobility and few nodes (nodes move and are added/deleted)
with high topology diameter, and low node/terminal mobility and many nodes (nodes are
added/deleted) with low topology diameter.

To simplify the calculation of exact optimal solutions, the problem of finding best virtual con-
nection from s to d in a grid network topology is studied. The optimal solution is easily found
by use of the Dijkstra algorithm. Although this is a polynomial optimization problem, it is
considered to be well suited for demonstration of the efficiency of AntNet and CEAnts, and for
study of transient behavior and the use of score values and temperature for indication of cost
value changes.

In order to study the ability to provide monitoring indices, the following are observed under
the simulations as function of time t:

1. Cost values index - L(πt) (the trip time from s to d for path πt,

2. Convergence index - rt for AntNet and γt for CEAnts,

3. Pheromones - Tt (in normalized form equal to routing probabilities),

4. Path probabilities - P (πt).

The indices are influenced by changes in the topology and in traffic load variation.

Topology changes

The topology changes during the simulations. The topology alters between 3 phases: grid net-
work (node connectivity 4), same network with major breakdown, and with partial restoration.
The task is to find a optimal path from node (1,1) to node (8,8).
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Phase I: Grid network The initial phase starts with a grid network where each interior node is
connected to 4 neighbor nodes as illustrated in Figure 21. The links are bi-directional and
may have different capacity. The values on the links are capacity (1 or 2 Mbit/s), hence
the transmission delays are the reciprocal of these.

Figure 21: Phase I: Grid network

Phase II: Major breakdown A major breakdown is specified to observe the transient behavior
of the routing method when the cost value is increased. The scenario is designed to cause
a significant impairment by forcing the best path to almost double the length and the cost
value. In Figure 22 this topology is illustrated and the best path is indicated.

Phase III: Partial restoration In the 3rd topology scenario a single node (1,5) is restored after
the major breakdown. This partial restoration create a topology where a significant im-
provement in cost value of the best path exists. This new optimal path is not next to the
optimal path in the major breakdown topology, see Figure 23. This challenges the routing
algorithm to see if it finds this path even if the path in major breakdown topology has
strongly converged.

Traffic dynamics

The traffic load are changed from 0 to 0.90 by changing the parameter λi in Eq. (23). In the
preliminary studies the same parameter are used for all nodes, i.e. λi = λ, ∀i.
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Figure 22: Phase II: Major breakdown

7.5 Metrics for performance monitoring: Preliminary results and observations

Study of transient properties of ant-based routing methods includes studies of transient effect
in a network with frequent topology changes and variation in traffic load and matrix. Both
AntNet and CEAnts are studied.

The network described in Section 7.4 has been simulated with changing topology between the 3
different phases, and changing the traffic load. The simulation experiments have included 10%
exploration ants, i.e. agents that does not consider the current routing probabilities when se-
lecting the next hop on their forward search but simply do random walk. They are included to
be able to discover new and better paths even when they are off-track in steady state situation.

A sample of the results and some observations are included in the following.

Performance metrics

There are several CAS indices that are considered to be candidates for performance monitoring.
In this section the transient behavior of pheromones, probability matrix, the convergence index
(e.g. temperature in CEAnts) are studied as the network changes traffic pattern, traffic load,
traffic matrix, topology (nodes add/del, move), users and information move. The objective is
to investigate usability of CAS indices as monitoring information to feature management and
operation of the network.

As a starting point, the following indices are studied:
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Figure 23: Phase III: Partial restoration

1. In the nodes:

(a) Data routed by standard routing, ants by CAS: observe difference in routing tables
(ideally both routing protocol should propose the currently best route.) no results
are yet obtained from this.

(b) Observe changes in the pheromones, T , and hence the routing probability matrix, p.
A sudden increase is indication of severe impairment, i.e. some node or link along
the best path is removed, and sudden decrease can indicate that a new node or link
is added and a better path has appeared.

2. In the agents:

(a) Convergence index (r or γ, or path probability)

(b) Cost value index

(c) Path probability

Effect of major breakdown followed by partial restoration

Figure 24 shows results from simulation of AntNet and CEAnts with short memory factors in
series of 10 replications each. The cost values, L(πt), and convergence factor (rt for AntNet and
γt for CEAnts), are plotted against the time t. Both the average values and the 95% confidence
interval over the 10 replications are plotted. Figure 25 shows similar results using a higher
memory factor.
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Figure 24: Short memory: The cost value and convergence indices as network topology changes
with no data traffic load - plots of sample bins of 10 simulation replications

The simulations ran through phase 1, 2, and 3 as described above. The major breakdown was
introduced at time 500 and partial restoration at 1000.

Figure 25: Long memory: The cost value and convergence indices as network topology changes
with no data traffic load - plots of sample bins of 10 simulation replications

From these preliminary experiments it is observed that both AntNet and CEAnts react quickly
to changes in the network as long as the memory is not too long. Some rough tuning of param-
eters have been done. It is also observed that after partial restoration the method finds the best
path shortly after the topology restoration (where the cost is decreased again).

Variable traffic load

To study the influence of traffic on the routing algorithm, variable traffic load is added to the
scenario in previous section. The simulation started with no traffic load and then stepwise
increased the traffic up to 90% using the the Poisson model described in Eq. 23. At the end of
the simulation (approx. at time 1100) the load is decreased to 0.5)
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Figure 26: Short memory: The cost value and convergence indices as traffic load changes - plots
of bins averages of 10 simulation replications

The results in Figures 26 and 27 show that the even though the cost values vary (because the
object function is the end-to-end delay and hence strongly depends on the variation of traffic
load), the routing algorithm is rather stable. For AntNet the memory factor does not change
the behavior significantly, while CEAnts with long memory finds an improved solution at the
end of the simulation period compared to both the AntNet and CEAnts with short memory.

Figure 27: Long memory: The cost value and convergence indices as traffic load changes - plots
of bins averages of 10 simulation replications

Frequent topology changes and variable traffic load

The results from a simulation series with frequent changes in topology and with variable traffic
load is given in Figure 28 for short memory and Figure 29 for long memory. The topology
changes are alternation between the 3 phases defined above. The traffic load changes over time
by changing the λi in (23).

As was observed in Figure 24 and 25, both AntNet and CEAnts react quickly to changes in
topology that both increases and decreases the object function (cost value). However, if the
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Figure 28: Short memory: The cost value and convergence indices in a highly dynamic network
- plots of bins averages of 10 simulation replications

memory is too long some of the changes (the cost value improvements) will not be detected
before the topology is changed again. It is an obvious challenge to balance the memory factor
in order to rapidly detect all topology changes, and at the same time not end up with a solu-
tion far from the optimal, or a solution being to instable (“nervous”) and be over-reactive to
short-term changes in the traffic load. From the results it can be observed that the AntNet is
rather unstable for some parts of the experiment where the traffic and topology changes rather
rapidly16. Hence, fine tuning of parameters are necessary. The CEAnts seems to be more stable
in these situations and less sensitive to fine tuning of parameters.

Figure 29: Long memory: The cost value and convergence indices in a highly dynamic network
- plots of bins averages of 10 simulation replications

16The studies in this section have not used the local load statistics in AntNet
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Path probability

The probability of a path (i.e. the product of the routing probabilities over the path) is

p(πt) =
d∏

v=s

I({ij} ∈ π
(d)
t )p(d)

t,ij

In Figure 30 the path probability of each path found is plotted as a function of the simulation
time for the case in Figure 29 above. The path probability is plotted for average of 10 simulation
experiments together with the cost value and convergence index.

Figure 30: Path probability plotted with cost values and convergence index in highly dynamic
network - average bin over 10 simulation replications

As expected, the path probability drops significantly when the network condition changes and
new paths must be explored.

When a path is well established as a good path and alternative paths are not attractive, the
path probability is close to 1. From Figure 30 it is observed that the path probability converge
to 1 and stay close to 1 when little exploration of the search space is conducted. The more
exploration, the more “noisy” the path probability appears, i.e. not all agents follow the same
path.

In Figure 31 it is zoomed in on 2 topology changes. For AntNet (left) it is observed that the
path probability drops when the cost value is decreased, but no significant effect is observed
when the cost value is decreased (a better path has appeared). For CEAnts (right) the path
probability drops significantly every time a new good path is found. This is valid both in the
case when a better path is found under unchanged network conditions, and when a new path
is found because the network conditions have changed.

The path probability will not change it the case of improved cost values when the new path is
partially overlapping with previously found good paths.

In summary, the path probability could be used as an indication of exploration (instability) but
it is not evident that it is suitable for detecting changes in the network conditions.
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Figure 31: Monitoring the path probability

Convergence index

For AntNet the reinforcement learning factor r is considered to be an indication of the conver-
gence of the routing solution. If the r is close to rmax

17 the current solution is good. Similarly,
the temperature γ for CEAnts is an indication of the convergence where the temperature should
stabilize when most of the paths found have the same value.

In Figure 32 it is illustrated how the convergence index for AntNet and CEAnts changes as the
topology changes.

Figure 32: Monitoring the cost value and convergence index - 10 replications

After a short initial exploration phase (almost not visible) the r-factor approaches 1 and the
γ stabilizes. When a change in the topology causes the cost to go up, significant changes in
the convergence indices are observed. From this it seems that the convergence index, both for
AntNet and CEAnts, is a good candidate for a new monitoring index. Through this it can be
observed that the network conditions have changed. Observe also that this index is unique for
each ant species. Hence, it is possible to follow the changes per route between end nodes s and
d. This resembles the well-known active measurement technique using ICMP ping protocol.

17In the current study the rmax = 1
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Cost value index

From Figure 32 it seems that the cost value itself is an alternative to the use of the convergence
index (r and γ) for monitoring the network condition. However, due to deviations from the
best path, e.g. through the use of exploration ants, the cost value has a tendency to high vari-
ation over time, see e.g. the Figures 26 and 33, and the convergence index is some sort of time
derivative of the cost value. For AntNet the r is an exponential average mean over the obser-
vation window, while the γ in CEAnts is the result from optimizing the change of measure (the
change of routing probabilities).

Figure 33: Monitoring the cost value and convergence index - single experiment

In summary, the convergence index of the ant agents are a better monitoring index than the
cost values.

Pheromones

Inside the nodes in the network the pheromones are stored. From this the routing probabilities
are calculated simply as a normalization of the pheromone values over the available interfaces
in a given node.

If the pheromone values are plotted over the simulation periods for each interface of the differ-
ent nodes, it is possible to observe whether a specific interface of a node is part of any of the best
paths found. The interfaces that are part of the current best paths will have high pheromone
values, while the other will be low.

In Figure 34 the pheromone values are plotted for 4 different nodes in the network topology
from Figure 21. The network topology changes from Phase 1 to 2 at time 500, and from Phase 2
to 3 at time 1000. See Section 7.4 for description of the 3 phases. The pheromone values for all
active interfaces for the 4 nodes are plotted, both for AntNet and CEAnts.

It can be observed from Figure 34 that the pheromone values are different for AntNet and
CEAnts because the AntNet formulation implies that the pheromone values are normalized
and hence equal to the routing probabilities. A more important difference is that AntNet seems
to retain a high pheromone value on an interface even if this interface is no longer part of any
of the best paths. E.g. interface 1 of node 22 is not part of the best path in phase 1 (time 0 to
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Figure 34: Monitoring the pheromone values of the interfaces in 2 different nodes

500) or phase 3 (time 1000-1500), but is a part of the best path of phase 2 (time 500-1000). The
pheromone value of interface 1 of node 22 is increased as expected when entering phase 2, but
does not evaporate when leaving phase 2. Hence, the pheromone values of AntNet does not
change when the network topology changes unless another interface on the same node become
part of the new best path. The pheromone values of CEAnts will evaporate unless they are
updated with a strong value. This means that reading pheromone values using CEAnts will
give a good indication of whether this is part of one of the best paths, or if it has recently been.

A supplement to observing the pheromone values, it is possible to count the number of agents
over each interface. When the number is high, this is a popular interface and part of the current
best paths. If the number is low, or zero, this mean that the interface is rarely used.

Figure 35: Monitoring the number of agents over the interfaces in 2 different nodes

From Figure 35 it can be observe that the number of agents over a specific interface is clearly
varying dependent on whether the interface is part of the best path or not.

In summary, the pheromone values of AntNet does not change when the network topology
changes unless another interface on the same node become part of the new best path. The
pheromone values of CEAnts will evaporate unless they are updated with a strong value. This
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means that reading pheromone values using CEAnts will give a good indication of whether
this is part of one of the best paths, or if it has recently been.

For both AntNet and CEAnts, reading the number of agents over each interface will give a clear
indication of whether the interface is currently part of any of the good paths, or not.

7.6 Concluding remarks

In this section the transient behavior of ant-based routing has been studied. A network is unsta-
ble (dynamic) due to changes in topology caused by link and node failures, mis-configurations,
and redesign. The data traffic served by this network is very bursty and will influence the rout-
ing function when the routing metric is delay and bandwidth sensitive.

Identifying indicator of dynamics or transience in the ant-based routing algorithm will poten-
tially provide more accurate information network state to the network operator. If the ant-
based routing algorithm contains information that could improve the global behavior of the
network, this should result in rules and algorithms that are instantiated on the nodes e.g. in
an ad-hoc network or to a central management or control center in a fixed IP network. This
means, for instance, that if a reactive routing approach is taken, see Section 1, the indices of the
reactive routing algorithm are observed, and changes in these indices could trigger an alarm
and active some local rule, or spread this alarm in the neighborhood by diffusion or using the
approach described in Section 6.

Summary of observations

The preliminary results in this section are promising with respect to their abilities to adapt to
network changes. CAS indices are identified that can be observed and give helpful input to the
monitor of network conditions and and detect changes in these.

AntNet and CEAnts react to changes in topology that both increases and decreases the object
function. However, if the memory is too long some of the changes (the cost value improve-
ments) will not be detected before the topology is changed again. It is an obvious challenge
to balance the memory factor in order to rapidly detect all topology changes, and at the same
time not end up with a solution far from the optimal, or a solution being to instable.

The results reported in this section demonstrate that some of the CAS indices seems to give
very useful information about the changes in network conditions. Hence, CAS indices can give
helpful input to the monitoring of network conditions and and detect changes in these.

The path probability could be used as an indication of exploration (instability) but it is not
evident that it is suitable for detecting changes in the network conditions.

When a change in the topology causes the cost to go up, significant changes in the convergence
indices are observed. This index is unique for each ant species. Hence, it is possible to follow
the changes per route between end node A and B. This resembles the well-known active mea-
surement technique using ICMP ping protocol. The convergence index of the ant agents are a
better monitoring index than the cost values.

The pheromone values of AntNet does not change when the network topology changes unless
another interface on the same node become part of the new best path. The pheromone values
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of CEAnts will evaporate unless they are updated with a strong value. This means that reading
pheromone values using CEAnts will give a good indication of whether this is part of one of
the best paths, or if it has recently been.

The CAS indices can be applied as input to traffic engineering. This will be explored further,
see Table 2 for a few examples.

Table 2: Examples of use of CAS indices

Metric Ex. of observation Ex. of “health” Ex. of alarm
Ant route table Deviation from data

routing table
Misconfiguration in
routing, interface
overload

Significant deviation
(in time or space)

Pheromone values Increase by 20% in 1
sec.

Node/link/path
down

Check configuration

Convergence index Decrease by 20% in 1
sec.

New
node/link/path
discovered

None

Cost value index Average over 5 sec.
decreased by 10%
last minute

Aftereffect of change
in network (still ex-
ploration)

None

Path probability Close to max. for last
minute

Stable network None

Innovative aspects

Previously proposed ant-based routing methods are compared and applied to a highly, dy-
namic network environment with frequent changes in topology and traffic load.

It is proposed to use an ant-based routing model for monitoring the changes in network condi-
tions. This can be done even if the routing model is not used for controlling the actual routing
in the network itself.

It is considered to be possible to integrate the reading of CAS indices with other network moni-
toring means. E.g. both observing the pheromones and the number of agents could be included
in the Measurement Information Base (MIB) which can be polled by a network manager though
Simple Network Management Protocol (SNMP).

Further plans

More experiments will be conducted. Larger topologies with other structures will be studied,
i.e. realistic sized, national-wide Internet, with respect to monitoring. Furthermore, a more
complex routing problem will be studied, i.e. multi-point routing, and search for primary and
secondary paths.
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A closer look at the parameters of AntNet and CEAnts in dynamic environments will bring
new knowledge on their robustness, and hopefully provide general advise for tuning the pa-
rameters.

It is expected that the CAS indices can be applied as input to traffic engineering. This must be
explored further, see Table 2 for a few examples.

In addition, the monitoring objectives of the demonstrator defined in WP4 of the BISON project
must be clarified. A part of this is to conduct simulation studies of the topology that will be
defined in this demo activity.
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Conclusions

This document reports on the models for basic services studied in BISON, which are: routing,
search, topology management, collective computations and monitoring. Every model is dis-
cussed by describing its characteristics and pointing out its analogies with biological systems
and its relationships with other related work in the field. For some models some preliminary
results were already available and have been shortly discussed. For what concerns the bio-
inspired background, the models presented here have been designed utilizing notions from
ant colonies (routing and monitoring in MANETs), immune system (search in P2P networks)
and epidemics (topology management, collective computations and monitoring in overlay net-
works).

Most of the work described in this deliverable is still ongoing, and we plan for the next months
to improve, implement and evaluate our models. Work progress will be reported in deliver-
able D06 and D07 (both due by month 24) which will discuss respectively implementation and
evaluation aspects for the models for basic functions.
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A Review of related work on routing

A.1 Related work on routing in MANETs

In this appendix we give a short description of the most important algorithms and research
directions for routing in MANETs. The description is organized in paragraphs, each describing
a different set of algorithms sharing the same basic mechanism.

Proactive protocols

One of the first routing algorithms for MANETs was Destination-Sequenced Distance-Vector Rout-
ing (DSDV). It was published in [121] in 1994, and is an adaptation of the classical Bellman-Ford
routing algorithm (e.g., [13]. It is a proactive routing protocol, which means that nodes keep
paths to all other nodes, also the ones they are not currently communicating with. More pre-
cisely, every node keeps a distance vector table, indicating for each destination the distance (in
number of hops) and the next hop. Each node monitors its own local connections, and periodi-
cally broadcasts updates of its routing table over the network. Nodes adapt their routing tables
according to their own observations and the updates received from other nodes. The main
difference with traditional distance-vector algorithms is that routes have sequence numbers
assigned to them by the destination, so that nodes can distinguish between different routes
and choose the most recent one. This is important in dynamic environments like MANETs,
since routing information ages very quickly, and the combined use of old and new information
might cause loop formation. The most important drawback of the algorithm is that as the net-
work becomes more dynamic and larger, more routing table updates are broadcasted by the
nodes, giving rise to consistent overhead.

Reactive protocols

A lot of the overhead which reduces the performance of proactive protocols can be avoided if
nodes only keep routes for destinations they are actually sending data to. This is the idea be-
hind reactive routing: nodes do not gather routing information unless they have data to send.
Then they set up a route on-demand for the duration of the session. The most important re-
active algorithms are Ad-Hoc On-Demand Distance Vector Routing (AODV) [122] and Dynamic
Source Routing (DSR) [90]. In AODV, a node which has data to send will flood a route request
message (RREQ) through the network. When the RREQ reaches the destination, a route re-
ply message (RREP) is generated which travels back to the source. On its way to the source,
the RREP sets in intermediate nodes next-hop pointers indicating the route to the destination.
These pointers are then used by the data. When a connection on the route breaks (two neigh-
bours on the route move too far apart), a route error message (RERR) is sent back to the source,
and the source starts a new RREQ. The strategy of DSR is quite similar, the main difference
being that the algorithm does not set up next-hop pointers to indicate the path to the destina-
tion, but instead brings the full path back to the source. This full path is then attached to each
data packet (resulting in source routing). One of the advantages of this approach is that nodes
can extract paths from data packets and use them to build a route cache (packet overhearing)
The availability of cached routes can speed up route setup (an important weak point of reactive
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protocols). A clear disadvantage is that there is extra overhead for each data packet. It is not
completely clear which one of AODV or DSR is better. Comparative studies [20, 30, 31] agree
though that AODV and DSR perform better than DSDV.

Mixed protocols

The algorithms described so far are among the most cited in the area. However, a whole lot
of other algorithms have been proposed, many of which with interesting features and good
performance. An interesting class of algorithms are the mixed protocols [64], which adopt aspects
of both proactive and reactive routing. An excellent example is Zone Routing Protocol (ZRP) [75]:
proactive routing is used within a certain zone around each node (so each node proactively
keeps up-to-date routes to nodes in a two or three hop radius), and reactive routing is used for
destinations further away. An interesting effect is that reactive route setups can go quite fast,
as route requests can travel immediately towards to borders of the proactive zones, rather than
travel by blind flooding.

Position based protocols

Thanks to the increasing availability of small, cheap GPS receivers, it makes sense to create
algorithms which assume that nodes know their own geographic coordinates. The most simple
scheme is then greedy forwarding, in which a data packet is forwarded to the neighbour which
is closest to the destination (see e.g. [144, 58]). In these simple algorithms, it is sufficient to
obtain the destination’s location and the neighbours’ locations to be able to perform routing.
The advantage of location-based algorithms is that the system can scale well, because routing
control messages can stay very limited and simple, and routes can be flexible (unlike in DSR
or AODV for example, where a path consists of a fixed list of nodes). Disadvantages are the
dependence on GPS and the problem of how to find out the position of the destination node
(some possible solutions to this last problem are presented in [102] and in the work of the
Terminodes project [14, 16]. Another problem is the fact that these algorithms can experience
difficulties when there is a big connectivity gap in the graph, because then greedy forwarding
does not find the target. Some examples of possible solutions to this problem are given in [99]
and in [15]. A good overview of existing position based algorithms can be found in [65].

Partitioning and neighbour selection protocols

One can distinguish among MANET routing algorithms based on the way they structure the
network. DSDV, AODV and DSR are uniform protocols, which treat all nodes as equal, and
work in a flat network structure. Partitioning algorithms, on the other hand, try to create a
hierarchy in the network which allows them to obtain routes more efficiently. Examples are
cluster-based algorithms like Clusterhead Gateway Switched Routing (CGSR) [25]. CGSR divides
the MANET into clusters and assigns clusterhead and gateway nodes. Routes are obtained via
these clusterheads and gateways. This mechanism leads to faster route discovery, but has as
an important drawback the overhead created by the partitioning algorithm (the hierarchy will
have to be reconsidered quite often). This prevents this group of algorithms from scaling well.
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A better solution for large networks seems to be the group of neighbour selection algorithms. In
these protocols, each node makes its own decisions as to which other nodes are considered near
or far. So, like in partitioning protocols, there is some structure in the network, which makes
routing over large distances easier, but there is no overall structure that has to be maintained;
the nodes each make a hierarchy from their own point of view. An example is the previously
mentioned ZRP, in which a proactive protocol is used for nodes within a certain number of
hops and a reactive protocol for nodes further away. Another example is the friends mechanism
in Terminodes routing [15]. In this mechanism, each node proactively maintains paths to a
number of “friend” nodes. When it then searches a path to a destination, it sends a request to
its friends, which forward the request to their friends, until there is a node which knows where
to find the destination. The friends are chosen in such a way that the friends graph is a small
world graph (e.g., [9]). In this way, the friend relations between nodes give rise to a small world
overlay graph which is used in turn to find paths.

Other classes of protocols

Other interesting characteristics one can use to classify MANET routing algorithms are the
cost function, the size of the network considered, and whether single path or multipath routing
is used. Most traditional MANET routing protocols evaluate routes based on the hop count,
or on the recency of the route. However, other cost functions, like route delay, could also be
used. In Associativity Based Routing [147], nodes periodically send associativity messages to
their neighbours, and the total count of these messages is a measure for the stability of a link.
The algorithm prefers routes with links with high associativity counts. In Minimum Power Rout-
ing [139], the algorithm prefers the routes with minimum power usage. As for the size of the
network, most algorithms are developed for small network sizes (typically 50 to 100 nodes).
Only a few algorithms aim for larger scale networks (e.g. Terminodes [14, 15, 16] and MABR
[78]). It is not clear however to what extent these algorithms manage to scale better than other
algorithms. Finally, most algorithms use single path routing: at any moment in time, the al-
gorithm uses exactly one path between source and destination. In multipath routing, there are
several paths between any source and destination, and they are used concurrently. Advantages
are increased throughput and more robust behaviour in case of a link failure. The best known
multipath MANET routing algorithm is probably Temporally Ordered Routing Algorithm (TORA,
[120]), which however scores quite badly in comparative studies [20]. In [117], multipath ver-
sions of DSR were shown to perform significantly better than the original algorithm. Another
multipath routing example is presented in [149]. Finally, also in the previously mentioned Ter-
minodes project multipath routing is used.

A.2 Related work on ant-based routing

AntNet

In AntNet, every node in the network keeps two data structures: a routing table and a local
traffic statistics table. The routing table is organized like a distance vector table, with for ev-
ery destination one entry per outgoing link. The entries are probabilities that play the role of
pheromone: the probability P x

ij from i’s routing table indicates the goodness of sending a mes-
sage with destination x from i over outgoing link j. The local traffic statistics table keeps a
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moving average of the estimated mean and variance of the trip time to each destination. It also
keeps the best trip time experienced over a moving observation window. The traffic statistics
are updated using the traveling times experienced by ants, and are used to evaluate the trip
time of new routes.

Every node s in the network sends forward ants out at regular intervals, to randomly chosen
destinations. The probability of choosing a destination d depends on the amount of data traffic
which is normally generated in the node for destination d (so that for often needed destinations
better routing information is available). This does not mean that AntNet is a reactive protocol:
ants are sent constantly, and whether or not a path to a certain destination is needed at a specific
moment does not have any influence. While travelling to d, a forward ant will record the
times which elapse going from node to node until the destination. As the forward ants are
placed in the same queues as data packets, these time recordings will be similar to the delays
experienced by data packets. The route chosen by the ant is based on the probabilities in the
routing tables, adjusted with an estimate of local traffic. This estimate is found in the queue
lengths for the different outgoing links. By the use of probabilistic routing, different paths
are explored. Once an ant reaches its destination, it turns around and becomes a backward ant
which returns to the source node s. Backward ants do not use the same queues as data packets,
but high priority ones (in order to distribute the new information quicker), and do not follow
probabilistic routing (they just follow the exact reverse path of the forward ants).

When a backward ant arrives in a node k on its way back to s, it updates the entries in k’s
data tables for destination d (with some caution, also entries for nodes between k and d can be
updated). First, the traffic statistics table is updated using the trip time experienced by the ant.
Then the probability table entry P d

kl is updated, with l being the neighbor over which the ant
arrived back at k. The traffic statistics are used to evaluate the quality of the new route from
k to d over l, and the probability is adjusted according to this quality. It is possible, however,
that there was a major change in the network traffic situation, which would cause the trip time
from k to d over any route to change drastically. This could mean that even the optimal route
between the two nodes has a trip time which is much higher than the previous ones recorded in
the traffic statistics table. To make sure that in this case there would still be an enforcement of
the best route, AntNet always gives a small positive increase to P d

kl when an ant comes back to
k over l, even when the trip time is much worse than expected. The idea is that the frequency
of ants’ arrivals will be higher for the best path (because they can come back quicker), and
therefore the best path will still get more enforcement.

When data packets have to be sent, the probabilities in the routing table are used. So just like
ants, data packets will be routed over multiple paths, according to the estimated goodness of
the paths and the local traffic estimates. However, for data packets, the probabilities are raised
to a power higher than 1, so that there is a higher preference for paths which were experienced
to be good. This is to avoid that too many data packets would follow lowest probability links.

In [38] an improved AntNet model is described. Forward ants do not anymore use data queues
but the high priority ones. In this way they can quicker reach their destination. The ant travel-
ing time is estimated directly by the backward ant looking at the queue length of the traversed
nodes. This version performs better, especially in the case of large networks, when the paths
get longer.

In recent and ongoing work, AntNet-SELA [39] and AntNet++ [36] are presented. Both are
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extensions of the original AntNet approach. The main difference with the algorithm described
above is that ants are no longer used in a purely proactive way. The new versions of AntNet
are mixed protocols: apart from the proactive ants which are sent out at regular intervals, there
are also reactive ants. These are sent out when a new communication session is started, and
during the whole lifespan of the session, or when special events occur, like a sudden change
in the goodness of a certain route. In this way the algorithm can be more adaptive and can
obtain better information about the network situation when this is necessary. Other features
of AntNet++ include the fact that forward ants can fork when in a node several good possible
routes exist, and that the rate at which proactive ants (the traditional ants like they are used in
AntNet) are sent out can be adapted.

It is clear that AntNet (and its successors) has some nice features which would be useful in
MANETs: it is robust, distributed and highly adaptive. One important problem, however, is
the high amount of overhead. The continuous generation of small ant packets to explore the
network can lead to heavy congestion in a MANET. Therefore a direct implementation of the
algorithm on MANETs does not yield good results (in [10], a quite literal mapping of AntNet
onto MANETs is tested with bad results, and in [60] AntNet has a worse performance than the
authors’ new algorithm). It is clear that the original design of AntNet, which was optimized for
wired networks, has to be rethought in order to make it suitable for a MANET environment.

Ants Routing and Accelerated Ants Routing

Some of the first work on ant based routing for dynamic networks is Ants Routing [140]. It
was not really developed for MANETs though, but for wired networks which are dynamic due
to frequent link and node failures. Its successor however, Accelerated Ants Routing [109], was
really developed and tested for MANETs.

In Ants Routing all nodes keep routing tables which give a probability of using neighbor y for
sending to destination x, just like in AntNet. Periodically, every node x sends an ant to a chosen
destination d. As this ant passes node y on its way to the destination, y increases its probability
for sending to x over the neighbor node the ant came from. The amount of increase depends on
the cost the ant experienced while travelling from x to y. An important difference with AntNet
is that the ant does not return (there is no backward ant): while the ant travels in one direction,
nodes learn about the opposite direction (backward exploration). This is only possible if a
symmetric link cost metric is used (like e.g. the number of hops), and is the same mechanisms
used in ABC. There are two kinds of ant forwarding mechanisms: regular ants, which follow
the probability distribution from the routing table, and uniform ants, which choose a neighbor
according to the uniform distribution. The latter are used to enhance exploration and avoid
convergence. Data packets always follow the probabilistic routing table. In Accelerated Ants
Routing, two simple improvements are introduced. First there is the no-return rule, simply
stating that ants choosing a next neighbor will never choose to return to the node they came
from. Second, every ant keeps a history list of the N last nodes it passed. In this way, not
only the route to the source node can be updated, but also the route to intermediate nodes.
The authors test their algorithm on a MANET simulator and find that it converges faster than
AntNet.

Ants Routing and Accelerated Ants Routing have some important drawbacks. They work in a
table-driven way, so memory requirements and routing overhead will get large as the network
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gets bigger. Moreover, the information a node has depends on the ants it has been visited by.
If no ants have recently reached node x from node y, x will not have a good route available to
y. This is a direct consequence of the backward exploration: route exploration is performed by
the ants which are started from the destination, and there is no way that source nodes can start
a process to find a certain destination.

PERA

In [10], two MANET routing algorithms are proposed. The first is very similar to AntNet,
the main differences being that the forward ants are sometimes routed uniformly rather than
according to the routing probabilities (to enhance exploration), and that data are routed deter-
ministically over the highest probability path. The authors find that this algorithm does not
work very well, due to the large amount of routing overhead and the inefficient route dis-
covery. Then they propose a second algorithm, which they call Probabilistic Emergent Routing
Algorithm (PERA). The main difference with the first algorithm is that it is reactive: forward
ants are only sent out when a route is needed. Also, they are broadcasted instead of unicas-
ted to the destination.18 In this way, the forward ants are in fact very similar to route request
messages in AODV and DSR. The difference with traditional route discovery is that different
route discovery agents reaching the destination give rise to different route replies (backward
ants) and therefore multiple routes between source and destination (in DSR and AODV only
one route is set up). This makes it possible to use multiple routes for the data packets. The
authors mention this possibility, but from the paper it is not clear whether they actually do this
or just route the data packets over the route with highest probability. In any case, the adapted
algorithm is more or less a multipath version of AODV. Experimental results show that the
performance of the algorithm is quite comparable to that of AODV.

ARA

Ant-Colony-Based Routing Algorithm (ARA) [71, 72] is another ant-based routing algorithm which
does not differ much from AODV and DSR. It works in an on-demand way, with nodes send-
ing forward ants out to destinations with which communication is needed, and backward ants
coming back to them. Unlike in AntNet, backward ants are not used to report back the trip
times experienced by forward ants: both forward ants and backward ants will leave informa-
tion about the path they are coming from. So forward ants leave pheromone trail indicating
how to reach the source, and backward ants leave pheromone about how to reach the desti-
nation. In this way an on-demand path is set up. Because of the use of ants, multiple paths
will be set up, which can be used for backup in case of route failure. An interesting feature
is the fact that ordinary data packets will reinforce pheromone both in the direction they are
coming from and in the direction they are going in. This approach allows to use less ants, as
the data packets take over a task which would normally be performed by ants (in fact, it is like
piggy-backing an ant onto each data packet). The ARA algorithm was compared to AODV and
DSR and found to perform better than AODV but slightly worse than DSR in highly dynamic
environments. Interesting though is that it scores pretty well in terms of routing overhead.

18Broadcasting is more efficient as it takes advantage of the inherent broadcast nature of antenna communication.
Also, it creates less overhead at the MAC layer, as the normal RTS/CTS handshake before transmission and the
ACK message after transmission are not used.
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Termite

In Termite routing [128], each node keeps a pheromone table with one entry per known des-
tination and per neighbour. Data packets are routed probabilistically according to this table.
When a data packet arrives at a node which does not have pheromone for its destination, route
request packets (RREQ) are launched. They do a random walk until they find a node which
does have pheromone for the destination. Once an RREQ arrives at such a node, it will send
a route reply back to the source (RREP), which will extend the pheromone trail found in the
node until the source which needed the trail. Apart from the RREP and RREQ packets, nodes
can also send HELLO packets (to find out about their neighbours), and SEED packets (which
do a random walk to spread pheromone). In this system, pheromone is increased by every
kind of packet (also data packets): at the arrival of a packet, pheromone indicating the path to
the source of the packet is increased. Pheromone increase is a fixed value, independent from
the path quality: the authors expect that bad paths will automatically transport less packets
and will, thanks to the periodic pheromone decay, eventually be eliminated. This algorithm
is supposed to have low overhead and complexity. A negative point is that it often produces
sub-optimal paths. It has not been compared to AODV or DSR.

MABR

Mobile Ant Based Routing (MABR) [78] aims at WAN MANETs. It is a rather complicated al-
gorithm. The whole area of the MANET gets divided into zones (these are rectangular zones
bound to a fixed location). On the smallest level, all the nodes of one zone together make up a
logical router. A logical router maintains a logical link to every other zone, which is just a set of
coordinates close to the geographical center of that zone. When a message is sent over a logical
link, it is forwarded to the neighbor closest to the link’s endpoint (with possibly some extra
mechanism to go around small gaps in the network). To go to a certain destination zone, it
might be possible to go over the logical link leading straight to that zone, or it could instead be
necessary to follow a combination of other logical links (e.g., if there is a big gap in the network
between the two zones). Ants are used to test this: they are proactively routed to the different
destinations, and they bring back trip times. These trip times are used to update probabilistic
routing tables. The whole MABR project has only just started, and no test results are available
yet. Some implementation problems could be hard to solve: e.g., how a node finds out in which
zone its destination is, and how routing information can be distributed efficiently among the
nodes of a zone.

Other algorithms

In [21], the authors describe a location based algorithm for MANETs which uses ants to spread
the routing information. Every node keeps in a routing table location information of all the
other nodes, and routing paths are calculated with a shortest path algorithm. To keep the tables
up-to-date, information is exchanged locally among neighbors, and globally by sending ants
to nodes further away. So, in this approach, ants replace flooding as a way to spread routing
information over the network. The approach is evaluated in a simple simulation study, and
is claimed to cause less overhead than another location based routing algorithm which uses a
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form of restricted flooding. It seems hard to believe that this approach would scale very well,
because every node has to keep track of the position of all other nodes.

In [114] a number of mobile agents go around the MANET, independently from the nodes:
they are not generated by the nodes, and they do not die at a certain destination, they just
keep going round. They keep a history list of their N last visited nodes, and update the nodes’
routing tables with information derived from this history list. At any node, the agents choose
the least recently visited neighbor as their next hop. In simulations, the algorithm managed
to provide paths between nodes in the network, but probably not enough to be a really good
performing routing algorithm.

A quite simple hybrid approach, called Ant-AODV, was proposed in [108]. It is in fact a combi-
nation of the approach just described and AODV. A certain number of ants keeps going round
the MANET in a more or less random manner, keeping track of the last N nodes they visited.
When an ant visits a node, it will update the node’s routing tables. Then, when a message has
to be sent, the node will first check whether it has a fresh enough route available. If it does not,
it will launch a route discovery process identical to the one in AODV. The use of ants is sup-
posed to speed up AODV in three ways. First, there is a better chance that the node will have
a recent route available. Second, if it doesn’t, it will still get a faster reply to its route request
message as there is a better chance that a nearby node knows a recent route. Finally, while a
node is sending over a certain path, it can be informed by an ant of a better path, and it can
switch to this one. According to the simulation studies in this paper, the Ant-AODV approach
performs better than Ant-based routing or AODV separately. It could be interesting to compare
this approach to DSR since extracting new routes from packets passing by is in a sense similar
to the caching mechanism used in DSR.
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B Review of related work on performance monitoring

This appendix gives a review of the state-of-the-art in performance monitoring relevant for
the BISON project. The scope of the monitoring function is in both P2P and mobile ad hoc
networks.

What do we mean by performance monitoring?

In general; monitoring is supervision of resource usage, utilization and availability. Examples
of resources in BISON context are information content (documents, video, music, etc.), process-
ing power, link capacities, routers and terminals, battery power. Monitoring is a general term
also applied in many other fields, e.g. a general definition is found in the field of environmental
protection [157], where monitoring is defined as the periodic oversight of a process, or the implemen-
tation of an activity, which seeks to establish the extent to which input deliveries, work schedules, other
required actions and targeted outputs are proceeding according to plan, so that timely action can be taken
to correct the deficiencies detected. The processes is in BISON context e.g. the traffic profiles, the
service usage, server, scheduling, load sharing. The timely actions are network management,
and deficiencies are traffic overload, route flaps, link/router/server down, etc.

More specifically; network and service monitoring is the oversight or supervision of the re-
sources relevant for BISON. The performance monitoring function is relevant and important
both from a user and provider perspective. The user (consumer) is interested in monitoring the
quality of the delivered service, while the provider is concerned with maximizing the resource
utilization when delivering service within the given quality guarantees. The service quality
constraints are part of a Service Level Agreement (SLA) between consumer and provider. In the
SLA, the monitoring function should also be described in order for the consumer and provider
to have common understanding of what the service quality is and how this should be verified
through measurements.

Monitoring objectives in BISON is considered to be:

• Service dependability (availability and reliability) in ad-hoc and P2P networks

• Performance and utilization of network elements (ad-hoc) and service platforms (P2P)

BISON consider monitoring in both user and provider perspective.

It is important to emphasis that performance monitoring is NOT network monitoring in the
sense of surveillance of the content of communications and individuals’ network usage.

In the following monitoring stands for performance monitoring.

Monitoring in packet-switched networks

There are mainly two approaches for monitoring of networks and service platforms; Active
monitoring where test packets are submitted and their response (status, delay, route, etc.) are
observed, and Passive monitoring where server logs and packet counters are sampled, or packets
are (partially) captured.
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A lot of work is being done in the field of monitoring. For the BISON project the particular
interest is the monitoring and measurement techniques for IP based (i.e. packet) network, see
for example [19] for state-of-art and [69] for an excellent tutorial in IP monitoring. The tutorial
includes:

1. Active monitoring: Active means sending test traffic/packets and observing the perfor-
mance of this traffic/packets. In IP networks active techniques are in widespread use
both on application, transport and network layers. Examples are use of built-in functions
on end-user equipment (ICMP ping, trace-route) and dedicated routers (RIPE NCC) or
route functions (Service Assurance Agents of the Cisco IOS).

2. Passive monitoring: Passive means observing user traffic by counters or traffic/packet
capturing. Sampling of interface counters on routers (e.g. by SNMP), reading server
logs, packet capturing by sniffers are examples of passive techniques. Major challenges
include reducing and accumulating data without throwing away valuable information
input to traffic engineering, accounting, security surveillance, etc. A huge number of
both commercial and free products are available.

There has also been done work on combined active and passive techniques, e.g. ATM Forum
has defined OAM cells to be sent periodically (actively) dependent on the traffic load (observed
passively). A similar approach is proposed by Lindh [103] for IP networks but not yet adopted
by the IETF.

Performance monitoring and measurement techniques are part of the work in the standardiza-
tion bodies. Both Internet Engineering Task Force, IETF (www.ietf.org) and ITU-T (www.itu.org)
address these issues.

In IETF performance issues are part of several working groups (WGs):

• Transport Area:

– ippm - IP Performance Metrics WG will develop a set of standard metrics that can be
applied to the quality, performance, and reliability of Internet data delivery services

– rtfm - Real-time Traffic Flow Measurement WG (now concluded) was responsible
for issues in traffic flow measurement, and developed a Traffic Flow Model (imple-
mented in NeTraMet [118], and measurement architecture including Meter MIB.

• Operations and Management Area:

– SNMP - Simple Network Management Protocol is used for configuration and mon-
itoring network status. The SNMP is the responsibility of several groups.

– psamp - Packet Sampling WG will define a standard set of capabilities for network
elements to sample. subsets of packets by statistical and other methods

– rmonmib - Remote Network Monitoring WG will define a set of managed objects
for remote monitoring of networks. Other Measurement Information Bases (MIBs)
are proposed by other working groups in the Operation and Management Area.
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In ITU-T, in particular the study groups 2, 4, 12 and 13 deals with monitoring and measurement
issues.

• Study Group 2 (Operational aspects of service provision, networks and performance) are
responsible for several studies including operational aspects of inter-working between
traditional telecommunication networks and evolving networks;

• Study Group 4 (Telecommunication management, including TMN) are responsible for
studies regarding the management of telecommunication services, networks, and equip-
ment in addition to transport-related operations procedures, and test and measurement
techniques and instrumentation.

• Study Group 12 (End-to-end transmission performance of networks and terminals) are
responsible for guidance on the end-to-end transmission performance of networks, ter-
minals and their interactions, in relation to the perceived quality and acceptance How-
ever, this monitoring is not monitoring the P2P application. by users of text, speech, and
image applications.

• Study Group 13 (Multi-protocol and IP-based networks and their inter-networking) is
the lead Study Group for IP related matters, B-ISDN, Global Information Infrastructure
and satellite matters. They are responsible for the I-series and in particular I.380 Internet
protocol data communication service - IP packet transfer and availability performance parameters
which defines performance parameters describing the speed, accuracy, dependability and
availability of IP packet transfer.

Monitoring in AHN and P2P networks

Monitoring of Ad-hoc networks can serve two purposes:

• Ad-hoc Network view: monitor traffic load, traffic patterns, terminal availability/health
in AHN domain to enable load sharing and optimized routing. If no central control center
exits (typically not) this information, or at least parts of it, must be known to the terminals.

• Terminal/User view: monitor power consumption, coverage (terminal neighborhood),
pass-through data and signaling (control plane) traffic, service availability.

Performance monitoring techniques for ad-hoc networks has not been a major issue so far.
The reasons is probably that there are few AHN with central control and with critical appli-
cation and commercial interests. One exception is the use of wireless sensors (low-cost, low-
performance entities) connected in ad-hoc network. They can be use e.g. for fire-alarms. The
scarce resource is battery power [83]. The objective of the monitoring function is to provide
information about the availability (existence/health) of the sensors (on low battery the sensor
is unavailable or dead) to a control center. The performance measures are probability of false
alarms and the response times. The approach is typically active to detect whether a sensor is
alive or not.

Similar to AHN, monitoring of P2P network has two objectives:
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• P2P network view: global performance monitoring similar to IP network monitoring, i.e.
read status on access links, memory usage, disc access, etc. New P2P applications for
enterprise will include monitoring hooks for traffic engineering, e.g. JXTA [93] includes
peer-monitoring hooks that will enable the management of a peer node.

• P2P terminal view: consider access rate (fixed), round-trip time (active monitoring) and
file transfer rate or throughput (passive monitoring) for selection of best server/content/peering
provider.

As distributed or grid computing and P2P application/information sharing have gained in-
creasing interest, the need for monitoring the performance is increasingly important. For dis-
tributed or grid computing the monitoring objective is typically a network view; how to opti-
mism the load sharing and how to control or at least known the performance. The migration
from monolithic computing systems to parallel and distributed computing will obviously in-
crease your processing power but at the same time decrease the control and knowledge of the
performance of your applications and services. New monitoring tools are under development.
For example, in [110] a new tool for monitoring distributed application behavior is presented.
The tool is called ANSAmon and is in itself a distributed processing system. In order to sim-
plify management of distributed monitoring processes, a tool that is embedded in middle-ware
might be the correct direction, e.g. as described in [113].

From a users point of view it is interesting to know performance attributes related to the differ-
ent peering points where the requested information or application is available. For example,
the access rate (bit/s), the response time (round-trip time which include the peering point re-
sponse), the available bandwidth (like knowing the received throughput in advance). The most
popular P2P applications today have very limited support for monitoring.

Another aspect of performance monitoring in relation to P2P is the performance monitoring
of the underlying network 19. Performance studies has discovered that the web is no longer
always the dominant Internet traffic. E.g. see Figure 36 showing that P2P applications (Kazaa
and DirectConnect) is the 2 dominant applications on the Internet access between the NTNU
and Uninett (the organization responsible for the non-commercial part of the Internet in Nor-
way). The Web traffic is pushed down to a 3rd place. This is important input to the network
manager and owner when reviewing their management policies.

Monitoring using CAS

To the author’s knowledge there are no published work on using CAS for monitoring a net-
work. The closest we get is monitoring of CAS, which is the other way around.

On the use of CAS for monitoring

The idea behind looking at CAS for monitoring is two-fold

19Recall that this does not mean surveillance of content or individual usage
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Figure 36: P2P applications dominates the Internet traffic

• It will (potentially) provide essential global information stored locally.

• It is easier for operational personnel to accept CAS for monitoring than CAS for automatic
control.

In the following of this section a few issues regarding the use of CAS for performance monitor-
ing in IP based network, and more specifically, in P2P and ad hoc networks, are discussed.

Swarm intelligence, ants in specific, has been proposed to create an adaptive and robust routing
function, see “SoA Routing” section for more details. The CAS algorithm is valuable even
if the network operator is reluctant to let the routing of the data traffic use the ant routing
table. The ant routing table with its pheromons can be considered as snapshot/sample of the
current network state. This network state reflects both traffic load and traffic matrix, network
capacities, and availability of the network elements.

Using CAS monitoring might be considered as a combination of active and passive techniques
where the ants are active test packets exploring the network and looking for the best routes
(best in accordance to some quality attributes like the number of hops, total delay, available
bandwidth, etc.) and where the ant routing tables and pheromons are passively sampled by
some control center.

In Figure 37 an illustration of how CAS designed for routing might serve as input to monitoring
function. The pheronoms in the ant routing table is updated, the “temperature” indicate the
grade of convergence (the strengths of the signal). The control center is polling the temperature
and receives an alarm then a rapid increase in the grade of converege is observed.
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Figure 37: CAS for monitoring

Application in the BISON’s context

In general, the hypothesis is that independent of the function the CAS algorithm is designed for,
the pheromon “signals” have strong link to the network state and are applicable as indication
of the performance and health of the network.

This means that:

• The CAS algorithms for “discovery”, “routing” and “routing+search” functions in AHN
might provide information in terminal i about the state of the network observable from
this terminal i, i.e. all terminals j that have at least one observe ant route in common.

• The CAS algorithms for “search” and “distributed (grid) processing” function in P2P
might provide global information locally.

Application in more general contexts

As stated in previous section, the hypothesis is that any CAS algorithm will contain information
that can be applied for performance and network health monitoring. This means that in any
network where it is possible to implement and execute a CAS, new and valuable information
about network state is available that is important input to e.g. traffic engineering.
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